
 

The Architecture of the Systems Engineering 
Experience Accelerator 

 

Jon P. Wade 

Stevens Institute of Technology 

One Castle Point on Hudson 

Hoboken, NJ 07030 USA 

 

George Kamberov 

Steven Institute of Technology 

Lieb Building 214 

Hoboken, NJ 07030 USA 

Douglas A. Bodner 

Tennenbaum Institute 

Georgia Institute of Technology 

Atlanta, GA 30332 USA 

Alice F. Squires 

Stevens Institute of Technology 

One Castle Point on Hudson 

Hoboken, NJ 07030 USA

Copyright © 2012 by Jon P. Wade.  Published and used by INCOSE with permission 

 

Abstract. Systems engineering educators are struggling to meet the workforce development 

demand for senior systems engineers. The workforce challenge is to shorten the time it takes for 

a systems engineer to reach the senior level.  The Systems Engineering Experience Accelerator 

research project was conceived as a critical response to these needs and challenges. The purpose 

of this paper is to provide a description of the Experience Accelerator architecture which will 

provide the foundation for post prototype development.   While the prototype is only intended 

as a research vehicle for conceptual design and evaluation, this architectural description should 

address the foreseen issues for a deployable future version of the system.  

 

Background 

Objectives.  It is the objective of the Experience Accelerator (Squires et al. 2011a) to create a 

learning and content development environment, based on an open architecture and appropriate 

technology, that is supported by an Open Source Foundation so that curriculum, content and 

supporting technology can be rapidly updated, expanded and adapted as needed to support 

constant improvement and address changing needs.   The exercises supported by the Experience 

Accelerator (EA) allow learners to deepen knowledge and  skills, as categorized according to 

the competency model described in (Squires et al. 2011b).  This system offers experiential 

learning that is challenging, or even occasionally painful, but illuminating. One of the primary 

characteristics of the Experience Accelerator is creating “scar tissue” (learning from mistakes) 

in a safe environment in which mistakes do not have any “real” negative ramifications through 

an entire learning cycle (Kolb 1984).  To support these objectives, the software provides 

feedback so that the learners can see the relationships between cause and effect, which may be 

too distant temporally or spatially in real life to comprehend.  

 

Architecture and Design Principles. This Experience Accelerator is following the principles 

noted by the DoD’s Open Systems Architecture (OSA) approach, formerly known as Modular 

Open Systems Architecture (MOSA) (Open Systems Task Force 2004).  It is a means to assess 

and implement, when feasible, widely supported commercial interface standards in developing 

systems using modular design concepts. The realization of OSA benefits depends on adherence 



 

to five major principles, namely; establishing an OSA enabling environment, employment of 

modular design, designation of key interfaces, use of open standards for key interfaces, where 

appropriate, and certifying conformance.  In addition, it is critical that the architecture provides 

a separation between generic supporting technology and experience specific content so that 

these can be developed and evolved independently.  The architecture also needs to support a 

wide range of evolving learner interface and simulation technologies. The architecture also 

needs to support a thin client environment which can be deployed on generic lightweight 

devices.  Finally, the existence of open source technology for each of the components is 

strongly desired to enable a license free, open source solution. 

 

System Overview 

 

Figure 1: Experience Accelerator Block Diagram 
 

High-Level Architecture. The major modules of the Experience Accelerator, as shown in 

Figure 1, are: 

 Experience Master: contains the overall Experience state and provides control and 

sequencing for the other major EA modules. 

 Challenge Control: contains the Learner profiles and Experience history logs and 

leverages these in conjunction with the competency taxonomy and ‘Aha’ moments (i.e., 

generic lessons that successful and experienced systems engineers would know, such as 

seemingly unimportant upstream decisions can have major negative downstream 

ramifications) to determine the appropriate challenges and landmines for each Learner. 

 Simulation Engine: determines the future state of the system and outputs to be 

presented to the Learner. 



 

 Non-Player Characters (NPC) Engine: represents other non-player characters in the 

simulation and creates and assembles the content for Learner interactions, and 

 Presentation Engine: accepts inputs from the Learner and provides the presentation of 

the Experience interface to the Learner.  

 

A single internal interface “bus” is provided to share information between these major modules.  

Isolation layers are provided around the Presentation Engine to facilitate support of changing 

engine technologies.  Finally, Experience generic technology which can be used to support 

multiple domains and experiences, and experience-specific blocks are segregated to support an 

open architecture with the intent to maximize reuse. Except for the simulation models, all of the 

Experience Specific information is stored in databases within the system.  All interactions with 

the Learner take place via the Client Isolation Layer API contained in the Presentation Engine 

module.  The Simulation Engine determines the program state information that will be presented 

to the Learner, and the NPC Engine formats and stores the information and processes the 

transactions with NPCs, while the Presentation Engine creates the appropriate look and feel for 

the interaction.   

 

At the system level, the Experience Accelerator is a thin client based system that can be 

supported with a multi-threaded server as shown in Figure 2.  A thread is generated every time a 

user logs on to the Experience Accelerator program (i.e., when a client connects to the server 

over a socket); this thread runs until the user logs out.  All threads run in parallel on the server.  

For the multi-user mode, the server enables intra-thread communication.   The client sends the 

server codes for authentication and file transfers.   

  

 
Figure 2: Multi-Threaded Server System Architecture 

 

High-Level Operation.  The following is a brief description of the Experience Accelerator 

operation.  First the Learner logs into the system.  Once this is complete, the Learner is presented 

with the control screen as shown in Figure 3.  From this screen the Learner can select an 



 

Experience from those available.  Once this is done, the Experience Master loads the Experience 

and the appropriate Phase that will be presented to the Learner.  Note that since the Experience 

covers a multi-year period, a phase-based approach is taken in presenting it to the user (e.g., 

phases for design, integration, etc.).  The Experience Master will then ensure that each of the 

other major modules are presented with the proper contextual information and are sequenced 

appropriately.  The Challenge Control takes as inputs the Learner’s profile and EA log, and the 

Competencies and Aha’s that have been targeted by the current Experience.  The Challenge 

Control then selects from the available set of Challenges & Landmines, and Experience 

Scenarios for use in this Experience.   This information is then presented to the Experience 

Master which updates the internal Experience state appropriately.  

 
 

Figure 3: Experience Accelerator Control Screen 
 

The Simulation Engine uses the Simulation Models and Data along with Experience state that 

resides in the Experience Master to create an Experience Scenario which has been optimized to 

meet a specific set of project goals relating to schedule, cost, capabilities and quality.   The 

Scenario also contains an objective utility function of the project metrics that will be 

communicated to the Experience Master to determine a score for the overall success of the 

project.  The selected Challenges and Landmines are then used to create deviations in the 

optimized scenario to reflect the challenges.  For example, the required schedule and/or budget 

can be reduced beyond what is achievable, resources can be misallocated, desired features can be 

removed, etc.  The Simulation Engine is thus able to determine the project’s level of success if 

the Learner makes no changes to the project.  The degree to which the learner is able to increase 

the score is a measure of success, and if the score falls below this level it is a sign of the 



 

counterproductive actions of the Learner.  Landmines can be set up to be tripped when certain 

parameters in the Experience go beyond a certain set limit.  For example, if the Experience is not 

sufficiently challenging for the Learner, a new stakeholder can be introduced who has new 

requirements, or productivity in a team can be reduced due to personnel being pulled to other 

projects. 

 

At this point the project challenge has been incorporated in the deviations that have been created 

in the project goals, resource allocation, productivity, etc. as reflected by the project utility 

function.   The Simulation Engine thus has the “gold standard” view of the Experience.  The next 

step is to determine how the Learner might be able to discover these issues and the difficulty 

level in which they will be revealed.  The issues are revealed passively through Experience 

Artifacts such as status reports and emails, and actively through conversations with Non-Player 

Characters (NPCs).   

 

Based on his/her ability to discover the challenge issues, the Learner needs to take corrective 

action.  These actions will generally take the form of recommendations or actions that either 

affect the inputs to the Simulation Engine or reset the expectations for the program’s results.  In 

the case where the Learner is a technical leader, the corrective actions of the role will likely 

focus on identification and mitigation of technical problems and risks.  Significant 

communication, facilitation and coordination skills are required, especially for programmatic 

changes that must be agreed upon by various program personnel and stakeholders and approved 

by the program manager.  In this case, the Learner’s information gathering, decision making and 

actions can take form of action to identify issues such as reading documents and having 

discussions with various NPCs, making decisions through recommendations and analyzing the 

results.   Communication can take place through communication through documents or via 

communication with NPCs.  

 

In general, the Learner will make corrective changes through written recommendations to the 

relevant decision-maker or interacting with the decision-maker NPC.  There will also be some 

ambiguity in communication back to these NPCs such that all of the desired changes may or may 

not be made.  Again, the Challenge Control will determine the number and amount of deviation 

that is input to the Simulator for the next session.  Note that the Learner also has access to his/her 

profile, has access to his/her EA log through artifacts that were created on previous experiences 

and has the ability to restart previous experience simulations.  This can be used to help the 

Learner understand the connection between his/her actions and the resultant responses in the 

simulation. 

Major Modules 

The following is a description in more detail of the four major modules in the Experience 

Accelerator. Each of these sections contains a description of both the high-level architecture and 

design. 

Experience Master Module (EMM) 

A set of submodules within the Experience Master Module (EMM) performs the following major 

tasks described below: 

 Module Execution: Ensures that each EA module is invoked and executes in the proper 

sequence. 



 

 Phase Sequencing: Provides sequencing through each of the possible Phases in the 

Experience which involves using specified entrance and exit requirements to traverse 

through a finite state machine 

 State Variable Control:  Ensures that the state variables are calculated, updated 

appropriately and made available to each of the EA modules.  

 Learner Input Variable Control:  Ensures that the Learner’s input variables are stored 

and made available to each of the EA modules.  

 History Logging: Ensures that the history of each Experience is logged correctly to 

enable playback and analysis. 

Module Execution. Each of the various elements must be invoked and executed in the proper 

order and must provide the Learner with uninterrupted access to the Experience.  To ensure that 

the Learner Interface is responsive, the simulation engine is only executed at the end of each 

session at which time the Experience state, artifacts and dialog are updated.   

In the Prototype, the module execution is simplified such that the Presentation Engine is active 

until the session is completed.  This is the “online” mode for the EA.  During the online mode, 

the Learner drives events by reading documents, contacting NPCs and the like. However, there 

are a number of events that may be presented to the Learner which the Learner does not directly 

initiate. For example, an email might be sent to the Learner from the Boss.  Each of these events 

should be described with a set of initiating conditions, actions and side effects.  To improve 

readability of these events, it is useful to take an object oriented approach so that a small 

number of these can be coded and reused for each of the Phases and sessions.   

Once the EA enters the “offline” mode, the following actions take place: 

1. the Simulation Engine is passed its new inputs based on the Learner 

actions/recommendations 

2. the Simulation Engine is called for execution 

3. the execution completes 

4. the simulation results are passed to the Experience Master 

5. the Experience Master calculates the internal variables  

6. the internal Experience state is updated 

7. the artifacts are updated appropriately 

8. the session ends 

Phase Sequencing. Phase sequencing involves the support of an Experience finite state 

machine (FSM) which ensures that the Experience transitions through the appropriate Phases 

based on the state of the Experience and the Learner(s) actions.   The EMM contains the FSM 

transition connectivity and the rules and requirements governing each transition. 

The Phases for the EA Prototype are shown in Figure 4.  The FSM structure of the phases and 

cycles is generic, while the specific number and types of phases are specific to the prototype 

Experience.  It should be noted that there may be sub-phases within each of the major phases.  In 

the EA Prototype, there are three sub-phases; pre-review, review and post-review; within Phases 

2-5. In this particular example, there is an Initialization Phase in which the Learner has his/her 

initial interactions with the Experience Accelerator.  It is expected that the Learner only goes 

through this Phase once to familiarize him/herself with the user interface.  Once the Learner has 

completed the Initialization work, he/she completes this Phase and enters the Ready state.  Once 

in this state the Learner can select an Experience from the control panel screen.   



 

At this point, the Learner goes through an introduction to this particular Experience in Phase 1.  

The Learner stays in this Phase until he/she completes the necessary work.  The Learner can also 

abort the Experience from the control panel which puts them in the End State such that the state 

is stored and the Experience is terminated at which time they will enter the Ready State.   At this 

point the Learner starts over and will need to select an Experience to start again.  Note that the 

Learner can abort the Experience from any of the Phases 1-7 and enter the End State.   

 

  

Figure 4: Experience Phases 
 

Phases 2 through 5 are the main body of the prototype Experience.  It is here where the Learner 

gathers information, makes decisions and sees their results.  To move from one Phase to the next 

in the sequence, the Learner must accomplish the necessary project objectives such as finishing 

development, integration and manufacturing.  If there are significant issues on the program, the 

Learner might be forced to enter Phase 6, the Experience End state.  In this case, the Learner 

might be notified that the project is canceled or they have been removed from the program.  If, 

however, the Learner is able to enter Phase 6 successfully, then he/she will receive the 

appropriate positive feedback.  Phase 6 is the last phase in the Experience.   

 

After Phase 6, whether successful or not, the Learner enters Phase 7 which is the Reflection 

phase.  This phase is outside of the Experience and involves “time out of time” feedback from 

the mentor. The Learner receives a score and other feedback that they are unlikely to receive in a 

real life experience.    The Learner then enters the End state where all of the Experience 

information is stored for later use and the Experience is terminated.   Once this is complete, the 

Learner will enter the Ready state and can select another Experience. 

 



 

State Variable Control. For each Experience, there are a number of global state variables 

associated with each Experience and another set that are specific to each Experience Phase.  The 

Experience Master is responsible for updating these and storing them for use between sessions.  

The following are a set of State Variables that will be used for the EA Prototype.  Note that a 

number of these variables are multidimensional arrays with indices for the metrics of success 

and project phases, both of which were described above.   Using this array approach provides 

flexibility in changes of the number of metrics and phases in the Experience without affecting 

the Experience Master code.   

Project State (cost, schedule, features/performance and quality) -  These variables store the 

essential information describing the expectations (goals) and state of the project within the 

Experience.  The prototype has four major metrics for success or failure: schedule, cost, 

capability (range) and quality.  For each of these there are goals (initial and revised), actual 

current and projected results each on a per phase basis. The variables consist of the following: 

 

Project State Variables:  state[i, j, k, l] 

where  i (metric) {schedule, cost, capability, quality} 

j (phase) {design, integration, fieldtest, deployment} 

k (subsystem) {system, airframe-propulsion, command-control, ground} 

l (type) {goal_initial, goal_current, current, projected} 

 

Project Status - This reflects how the project state is interpreted by the NPCs and Experience 

Master which affects how the NPCs interacts with the Learner, the events presented to the 

Learner and phase state transitions.  The following are the possible Project Status: 

 Positive: all major metrics meet or exceed their targeted goals 

 Nominal: all major metrics meet or exceed their nominal targeted goals 

 Internal Breach: one or more major metrics exceed the internal breach threshold 

 Significant Breach: one or more major metrics exceed the significant breach threshold 

 Critical Breach: one or more major metrics exceed the critical breach threshold 

 Fatal Breach: one or more major metrics exceed the fatal breach threshold 

 

Project Status Variables:  status[i, j, k] 

where  i (metric) {schedule, cost, capability, quality} 

j (phase) {design, integration, fieldtest, deployment} 

k (subsystem) {system, airframe-propulsion, command-control, ground} 

 

The elements can take on the following values: {positive, nominal, internal-breach, 
significant-breach, critical-breach, fatal-breach, undefined} 

 

Project Thresholds - These variables are used to calculate the Project Status from the Project 

State.  The project threshold variables are given by: 

 

Project Threshold Variables:  threshold[i,j,k] 

where  i (metric) {schedule, cost, capability, quality} 

j (phase) {design, integration, fieldtest, deployment} 

k (type) {positive, nominal, internalbreach, significantbreach,   

criticalbreach, fatalbreach} 



 

Scoring - This is the score that will be presented back to the Learner.  This score is calculated 

based on the project results for the total system program.  If the learner does not complete the 

project, scores will be given for the last phase in which he/she participated based on the 

extrapolated results.  The score is calculated quantitatively from the project state, goals and 

thresholds.  The scoring is based on the composite performance in each of the four metric areas 

multiplied by a metrics weighting factor.   The composite score is determined by the variance 

between the goal and the actual state multiplied by a scaling factor and added to another factor 

dependent on the status of the project metric.  The final score is normalized such that the best 

case score that is achievable is given a 100pt rating and the score achieved if the Learner does 

nothing has a 0pt rating.  These factors need to be determined before the Experience begins and 

are likely to be generated through some experimentation with the simulator.   

 

Experience Time - This is the time experienced by the Learner.  This is updated by the 

Experience Master based on the activity of the Learner and the overall simulation.  This may also 

include variables that impact how long an NPC may communicate with a Learner (based on their 

availability and patience).  This behavior is captured in a set of rules and parameters such as time 

compression factors.   

 

NPC (project) Names, Roles and Personalities - This includes the names of each NPC in the 

Experience and their specific personalities.  Each of these could be Phase specific.   The NPC 

information is contained in a single NPC array as described below: 

 

NPC Variables:  NPC[i, j, k] 

where  i (role) {PM, extPrime-PSE, subsystem_i-PSE…} 

j (phase) {design, integration, fieldtest, deployment} 

k (type) {name, gender, character type, …}  

 

Available artifacts and dialogs - This determines which artifacts and dialogs are made available 

to the Learner at any point in the Experience.   

 

Artifact Variables: 
Artifacts[i,j] 

where  i (artifact) {artifact_ID} 

j (phase) {design, integration, fieldtest, deployment} 

 

Configuration Variables - This an evolving set of variables used for general EA state. These 

variables are stored in the database and are used to determine which parts of the content are 

presented to the learners. They are as follows: 

 CurrentPhase: The current phase of the learner. 
 CurrentCycle: The current cycle of the learner. 
 PassedTime: The time passed since the start of the current phase. 
 AverageConfidence: The average value obtained from the confidence survey. 

 

Learner Input Variable Control. The EA Learner can input information through text, dialog 

and actions.   Learners can explicitly provide input through textural documents such as surveys, 

emails and recommendations. Learners also make decisions in dialog that are logged; they can 



 

be used to both rate the Learner’s performance and provide input to the simulation.  The actions 

that a Learner takes with respect to opening and closing documents, making calls and attending 

meetings are all logged and provide input to the Experience Master.  This section describes how 

the Experience Manager manages textural input from the Learner. 

For each Experience, the Learner’s inputs are stored in a number of global state variables 

associated with each Experience and another set that are specific to each Experience Phase.  The 

Experience Master is responsible for updating these and storing them for use between sessions. 

As described earlier, multidimensional arrays are used to store the Learner’s textural input 

information which is used by the simulation.  Textural input not used by the simulation is stored 

in Learner accessible text documents.  

 

History Logging. The EMM ensures that a complete history of a Learner’s actions are recorded 

in a log such that this is accessible for later use by the Learner or for analysis by an Experience 

“instructor”.  The logged information is sufficient to provide the ability to rerun an entire 

Experience from the beginning and stop at any point in time allowing the input of new Learner 

actions and inputs, and then simulating the results. While the logging of each event might be 

done by each module, the EMM ensures that these modules have the necessary information 

such that this information is stored in the appropriate place in the Learner Profile and 

Experience Log. 

Challenge Control Module (CCM) 

The Challenge Control Module (CCM) consists of a Challenge Control Engine and databases 

containing Learner profile information, Experience Log information, Competencies and Aha’s, 

and Challenges and landmines.   The EA CCM may be a sophisticated set of routines that applies 

a number of heuristics to select Challenges & Landmines for the Experience, which then are 

communicated to the Simulation Engine.  The CCM takes into account the Learner’s previous 

history, if any, in the Experience to avoid repeating Challenges & Landmines in a Learner visible 

way.  This selection process can take the form of a simple set of linear relations with some level 

of randomization.  In the initial prototype, there is a limited set of challenges that can be 

presented to the Learner.  Thus, the CCM will not determine which will be presented, but rather 

will determine the degree to which they are presented based on the Learner’s self-appraisal of 

their competency.  A simple look up table is used to determine the degree of challenge that the 

Learner receives with respect to budget, schedule, quality and features (range).   After the first 

time through the Experience, the challenge level in subsequent experiences will be based on the 

Learner’s score in each challenge area with the objective to stretch their capabilities.  

 

Simulation Engine Module (SEM) 

The Simulation Engine Module (SEM) consists of the Simulation Engine, and Simulation 

Models and Data (Bodner et al 2012).  The SEM is responsible for executing simulations based 

on learner input and providing graphical output of the simulation results. It has access to a library 

of simulation models that correspond to the different Experiences supported by the Experience 

Accelerator.  In designing simulation models, it is important to emphasize modularity and 

reusability between Experiences.  The simulation models eventually will use a database to 

manage various parameters (e.g., durations, costs, randomness, etc.).  For a particular experience, 

the Challenge Controller informs the SEM of the desired challenges along with the level of 



 

difficulty. These may trigger landmines, for instance, or may increase the difficulty level in a 

number experience specific ways.  

 

For the prototype, the Simulation Engine simulates project outcomes based on a project plan, 

project type, resource capabilities, etc.  The Simulation Engine takes as input: 

 system information (features, “-ilities” systems attributes such as reliability, 
availability, security, etc., size, complexity, components, interactions, etc.)  

 project processes (number of synchronization points, activities, etc.) 
 resources (in various areas including number of people, capabilities, etc.) 
 biasing factors (best case vs. worst case, etc.) 

 

and generates output in terms of: 

 amount of work completed per time 
 defects remaining in specific areas of the design 
 resulting capabilities, etc. 

 

The Simulation Engine also will determine the information that is presented to the Learner via 

the project Artifacts and NPC’s with input from the Challenge Control.  The simulation engine is 

invoked by the learner when there is a need to advance the state of the program in time.  It uses 

the system dynamics formalism (Sterman 2000) to represent behavior and performance of the 

acquisition program.  This formalism has been used to represent a variety of program 

management applications.  The simulation engine architecture includes two primary elements.  

First is the code that executes the simulations.  Second are the simulation models, which function 

as content for the experience.  Associated with the simulation models are specifications for the 

charts that serves as visualizations of simulation outcomes. 

 

The experience spans several phases and within each phase there are several cycles.  Each phase 

relates to a different part of the acquisition program lifecycle.  Each cycle corresponds to part of 

a phase.  Since the experience spans several non-homogenous phases, separate simulation 

models are employed for each phase.  There is a need to keep track of system state in-between 

these phases, and thus in-between model executions.  Within a phase, there is a need to keep 

track of system state between simulation cycles. 

 

The simulation engine takes into account various learner decisions that are intended to impact the 

performance of the program.  It returns various artifacts in the form of charts.  These charts 

provide the learner with feedback on program status and performance.  In addition, the 

simulation engine provides a CSV output file.  The charts are intended for use by the 

Presentation Engine, while the CSV file updates variables in the Experience Master.  The 

following types of charts and variables are provided: 

 Entrance criteria for review meetings (e.g., for Critical Design Reviews) 

 Technical performance metrics (TPMs) 

 Quality metrics (e.g., defects) 

 

The types of charts provided in the prototype experience have been designed in consultation with 

a set of subject matter experts (SMEs) who have extensive experience in the domain of the 



 

prototype implementation, which focuses on program management and aerospace systems 

engineering. 

 

The Experience Accelerator utilized an existing code-base that implemented system dynamics 

(Melcher 2009).  This original SystemDynamics software consists of a number of Java classes.  

These are organized into the following packages. 

 csv – handles export of csv-formatted output files. 

 event – used in model execution. 

 gui – provides functionality for model specification interface. 

 model – provides constructs for system dynamics models (e.g., level nodes, rate nodes, 

etc.). 

 parser – parses mathematical formulas from learner interface into XML representation. 

 test – not used. 

 xml – address reading/writing of XML model files. 

 

The software accesses three libraries for Java-based charting – jcommon, jfreechart and jgraph. 

These files are compiled into two executables.  One invokes the model specification interface, 

that is used to build a model and also execute it.  The other is a command-line executable that 

allows the software to execute a model without the interface. 

 

The extensions to the System Dynamics framework include the following: 

 Capability to create image files containing customized charts for various level node 

variables of interest over time (e.g., estimated air vehicle range).  These are output 

artifacts demonstrating acquisition program performance to the learner. 

 Capability to write new parameters from an input file to the model file, to allow learner 

actions to affect the simulation.  

 Capability to write model state variables to a file to allow persistent storage across 

different models.  This facilitates the use of different models across different experience 

phases. 

Presentation Engine Module (PEM) 

The Presentation Engine Module (PEM) consists of the Presentation Engine (PE), and the 

Isolation layers between the rest of the EA system and the Learner.  The PE provides the learner 

interaction and interface capabilities during an Experience session, including the entry of and 

access to profile information, by allowing the learner to interact with NPCs and access artifacts.  

The PE accepts the results of learner actions and presents simulation outputs.  The inputs are 

passed to the Simulation Engine during the session (micro-simulations) and at the end of a 

learner session (macro-simulations).  The main objective of the PEM is to provide an authentic, 

yet efficient means for the Learner to navigator and interact with the Experience.  For the 

prototype this is achieved through a desktop interface that in many ways resembles the interfaces 

that the Learner uses in the day to day workplace.  To improve reuse, this is done so that this 

interface can be easily “re-skinned” if so desired for other Learner groups.     

 

The PEM creates a learner interface via pages and overlays to deliver learning contents and to 

receive learner input. In the Experience Accelerator learner interface, pages are distinct screens 

(e.g., the ‘login screen,’ the ‘control screen,’ the ‘desktop screen’), whose sequencing is 



 

controlled by a custom class called ‘pagemanager.’  The overlays form the structures that are 

presented in every screen, such as the taskbar and the notification window.  It is through these 

overlays that the EA program delivers the majority of learning contents and retrieves learner-

input data.  Learners experience the learning scenarios by navigating through pages and overlays, 

and accessing contents through clickable icons on the virtual desktop.   Although the 

Presentation Engine Module creates learner interfaces, the learning contents and the learner 

inputs are securely stored in the server and the PEM does not allow these data to be stored on the 

client machines. 

 

The PEM enables three distinct screens (or pages): the login screen, the control screen, and the 

desktop screen.  The login screen authenticates the learners against the database, and the control 

screen shows the high-level status of the experience scenario.  But it is the desktop screen where 

learners spend the most of the time, going through the experience scenarios.  Through the 

desktop screen, learners converse with the non-player characters, access relevant information, 

and enter necessary data by opening various ‘applications’ via clickable icons.  These 

applications include the following: 

 Call: The call application allows access to the NPC engine and NPC contents via text-

based chat, text-based voicemail and audio-based voicemail. 

 Text: The text application imitates writing and editing of documents using templates, 

where the learner makes selections to complete a document. The completed documents 

are parsed and fed to the system as inputs. 

 File Manager: The file manager application orders and shows the document-based 

content that the learner has access to. 

 E-mail: The e-mail application allows access to the NPC engine and NPC contents via 

the usage of text-based e-mail. 

 Calendar: The calendar application keeps track of the learner’s appointments with NPCs 

as well as the NPC’s schedule information. 

 Clock: The clock application keeps the track of time as well as showing the current time 

and triggering events that are based on time. 

 

Non-Player Character Module (NPCM) 

The Non-Player Character Module (NPCM) consists of the NPC Engine, Artifacts, and the NPC 

Library and Dialog.  The NPCM creates and assembles the content for Learner interactions to 

provide the following capabilities.  A learner interacts with the experience through role-playing.  

A principal means of enacting this role-play is through verbal exchanges with the other human 

characters that populate the simulated project environment.  These exchanges may be conducted 

through various communication modes, including face-to-face meetings, telephone or video 

conference calls, electronic mail, and written documents.   

 

In the multi-player implementation of the experience, these characters may actually be other 

human learners. In the initial single-player implementation, however, all characters other than 

the learner are NPCs whose actions are directed under program control.  To provide 

verisimilitude, the dialogues of these NPCs have been constructed in consultation with the SMEs 

chosen for the environment of the learning experience.   

 



 

To provide a more natural flow of learner-NPC dialogue in the experience, lengthy speeches are 

avoided in favor of more interactive exchanges. Since natural language processing for these 

conversations was deemed too difficult to implement at this time, they are instead modeled using 

a hub-and-spoke dialogue system, where each hub represents the state of a conversation, and 

each spoke the conversational alternatives in that state.  In interacting with an NPC, the learner is 

presented with the alternative topics of the conversation (the spokes) for each state of the NPC 

(the hubs). When the learner chooses a particular alternative, the learner avatar speaks an inquiry 

representing the topic, and the NPC avatar responds appropriately. This results in a transition to 

another (possibly the same) state, where the learner is again presented with the conversational 

alternatives.  

 

This approach provides a dynamic experience for the learner, in that conversations are learner-

directed, yet still permits the experience to encode the SME information to be imparted as a set 

of interrelated conversational states. A particular challenge for the learner in this environment is 

therefore to ensure that the proper conversational alternatives are fully explored within the 

allotted time in the scenario. It may be that particular conversational states impart information 

that is critical to solving the crises of a particular learning scenario, or that the learner is scored 

based on a full exploration of the relevant topics, as determined by the SME in the experience 

development process.   

 

It is recognized that the content development process necessary to implement this approach is 

complex and time-consuming, and places high demands on the SMEs.  A critical component of 

doing systems engineering well, however, is discovering what information is available from 

whom, and how to elicit that information in a time-constrained environment. The relatively 

open-ended dialogue approach allowed by using the hub-and-spoke encoding, coupled with the 

content richness afforded by engaging SMEs in development of that dialogue, provides a 

challenge that is expected to be somewhat realistic and engaging for the learner.   

 

Conclusions 

The Experience Accelerator prototype is currently in its second year of development based on 

the architecture and design described in this paper.  The learning efficacy and technical 

performance of the EA is targeted for evaluation in the coming year of development.  In addition, 

the EA is expected to be released in an open source code base during this period of time as well.   

As noted earlier, the program goal is for EA technology and content to be developed by a broad 

based community of researchers and developers from academia, government and industry.  If 

you are interested, please contact one of the authors to determine how you can join the 

Experience Accelerator team. 
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