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1. Introduction      

The Goals of UVa’s Systems Aware Cybersecurity for Physical Systems (CPS) Efforts: 
 

The UVa-led RT-156 research effort focused on advancing solutions that serve the following high-level research 
objectives: 

• Development of an added layer of security to provide resilience capabilities for the 
most critical physical system functions 

• Development of a monitor (Sentinel) that can discover illogical system behavior and, 
upon detection, reconfigure so as to provide desired resilience 

•  Provide resilience opportunities by building on cybersecurity, fault tolerant and 
automatic control system technologies  

• Achieve economy through monitoring and reconfiguring accomplished via a highly 
secured Sentinel—typically with many more security features than the system being 
protected can economically employ 

• Address not only network-based attacks, but also insider and supply chain attacks 
• Implement reusable design patterns to enable more economical solution 

development 
• Development of risk-based support tools involving perspectives of both defenders and 

attackers that can provide decision support regarding which system functions to 
protect 

The UVa work fell into two major categories-- identified in the SOW and in the text below as ‘Task 1’ 
and ‘Task 2’.  Task 1 involved developing protective technologies for a US Army vehicle weapon 
system that is under development and Task 2 involved Decision Support tools as defined below. 

2. Research Tasks  
 

The FY 2016 effort was divided into two tasks: 

•Task 1 -Transition of System-Aware Technology into Practice - This effort involved UVa developing 
an initial technology prototype of a System-Aware cybersecurity application for an advanced Army 
vehicle fire control system (Advanced Lethality and Accuracy System for Medium Caliber, ALAS-MC). 
This effort required collaboration with an Army team of engineers that is currently engaged in 
developing early versions of the ALAS-MC at Picatinny Arsenal.  The Army team intends to apply the 
System-Aware technology approach as a new part of their current efforts, based on needed precursor 
research efforts provided by the UVa team.  In addition to prototype development, future outcomes 
will include determination of what is needed beyond technology-related transitions (i.e., process and 
policy related transitions) to enable the Army to fully adopt the System-Aware approach to 
cybersecurity.  The UVa research effort included development and prototype implementations of 
Sentinel components to provide security through the design of resilience features for ALAS-MC.  It 
included design and prototype implementations of proposed security improvements and also 
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involved exploring tools for assuring the security of the Sentinel for consideration regarding the 
Army’s transitioning to the actual system implementations.  

•Task 2- Mission-Level Cybersecurity and Solution-Selection Decision Support Tools - This research 
activity focused on developing new methodologies with supportive tools for decision-makers to 
determine the relative value of alternative cybersecurity resilience features.  The research also 
focused on supporting decision-making from a S-o-S perspective regarding assurance of 
accomplishment of military missions.  This differs from current practices, which treat security 
requirements from an isolated single system security perspective. Virginia Commonwealth University 
(VCU) collaborated with UVa, providing needed capabilities regarding use of cyber attack tree tools.  
Prior UVa/VCU application of SysML models and cyber attack tree tools were expanded to address 
mission-level considerations. The VCU activity is a continuation of their earlier efforts with UVa on a 
prior SERC research task (RT-136) in FY2015.  VCU built tools that could be integrated with existing 
SysML-based tools to support cybersecurity decision-making.  This effort also included incremental 
development of the existing rapid prototyping Mission-level Cybersecurity Laboratory (MCL) to 
enable its application as a use-case for SysML analysis.  

Task 1 (US Army Picatinny Arsenal Laptops) 

Basic ALAS-MC System Description 
 

This section provides a highly simplified description of the Advanced Lethality and Accuracy System 
for Medium Caliber (ALAS-MC) Fire Control System (FCS) and a description of the various approaches 
to selecting and developing Cyber Physical Security (CPS) for the ALAS-MC Sentinel demonstration 
project by the University of Virginia (UVa) and its partners (see Figure 1 below).  The objective of the 
project is to develop Sentinel design concepts (with both hardware and software components) that 
will protect the ALAS-MC FCS from specific cyber attacks.  It is important to note that the components 
delivered to UVa only include the blue boxes shown in Figure 2 below; addressing the complete 
system was not within the scope of this effort. 

The ALAS-MC system is intended to be mounted on a fighting vehicle that will typically include a three member 
crew: a commander, a gunner, and a driver.  

Important vehicle systems include (see Figures 1 & 2): 

A. Weapon: XM813 30 mm chain gun 

B. Turret: PHASIR turret 

C. Ammunition: Programmable multipurpose round (airburst, point detonation, point detonation delay) 
and armor piercing rounds 

D. Fire Control Computer: Based on the M1A1 Abrams Turret Control Unit (TCU) 

E. Laser Range Finder: Improved resolution of 1 meter  
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F. Downrange Wind Sensor (DRWS): measures wind speed/direction along trajectory (LIDAR based) 

G. MET Sensor: Solid state dynamic MET (metrology) sensor  

H. Graphical User Interface: Touch screen display unit with modern graphical interface for day camera, 
FLIR imagery, and engagement selection 

I. Control Handles: Modified M1A1 Abrams gunner’s control handles for targeting and engagement 
selection 

J. Ammo Handling System: Ammo temperature and loads. 

Figure 1    Vehicle Mounted ALAS-MC components 
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The Scenario Based Fire Control System GUI (SBFCS-GUI) allows the commander and the gunner to view the 
gun site camera video overlaid with system information (system status, sensor data, etc.), and it allows the 

operator(s) to select and modify engagement scenarios.  It runs on the Software Display Unit (SDU) and 
obtains system and sensor information from the Turret Control Unit (TCU) communications software. 

The communications software runs on the TCU communication processor and sends/receives data to/from a 
number of on-board systems.  It communicates with sensors (MET, Downrange Wind, Ammo Temp), the Gun 
Control Unit (GCU), SBFCS-GUI instances, the Laser Range Finder (LRF), and the Ballistics Processor. 

The MET (“metrology”) sensor provides air temperature (C), air humidity (%), air pressure (mb), wind speed 
(mph), and wind direction (degrees from North) at the vehicle.  This data is sent to the TCU every 400 ms. 

The Downrange Wind Sensor (DRWS) measures the cross-wind horizontal speed (kmh), vertical speed (kmh), 
and horizontal direction at six positions (range gates) along the path to the target.  This data is used by the 
ballistics computer to compensate for round drift due to cross-winds, sent to the TCU once per second. 

The Ammo Handling System provides the ammo temperature and the status of the right and left ammo feeds.  
The ammo temperature is used as the ammo propellant temperature in the ballistic calculations.  The data is 
sent to the TCU once every two minutes.  The ammo feeds data includes the ammo type and the ammo count, 
and this data is updated as it changes (rounds are expended or reloaded). 

The Laser Range Finder measures the distance to the target.  It provides two values: first return and last 
return. The data is sent to the TCU when the gunner or commander lases a target. 

The Gun Control Unit (GCU) provides the Turret and CIWS positions (degrees; updated at 10 Hz) 

Figure 2: ALAS-MC System Block Diagram 
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A typical engagement scenario for the gunner would be: target selection through the site, lase target, select 
range, select scenario, and pull the trigger to fire.  When the commander or gunner selects the scenario, the 
ALAS-MC system picks the appropriate ammo type and fusing.  The commander or gunner can override the 
ALAS-MC automatic selections through the SBFCS-GUI. 

Figure 3 shows a diagram of the system furnished by the Army to UVa for the purpose of developing a CPS 
system for ALAS-MC.  The Army delivered three Panasonic CF-19 ruggedized laptops containing the Army 
developed software.  The gigabit Ethernet network switch and Ethernet cables were supplied by UVA.  The 
laptops communicate across the Ethernet network using the TCP/IP protocol. See Appendix 3 for a view of the 
UVa research room. 

 

Figure 3: Cyber Physical Security Development System 

System Development and Research Goals for Task 1 (Picatinny Laptops) 
 

Early in the project (May, 2016), UVA team members met with Picatinny Arsenal (PA) personnel 
involved with this project.  One result of this meeting was the question, “Can this effort detect (and 
compensate for) supply chain attacks, malicious insiders, and other methods of perturbing the data 
coming from the various sensors on the armored vehicle that could potentially impact the FCS 
solution?” 

The answer is YES, to varying degrees. Certain attacks can be detected before their intended 
consequences are achieved, some where only a portion of the consequences have been achieved and 
some where the consequences can not be avoided, but a explanatory forensic collection can be 
successfully achieved.  Some of the ideas that UVA has been exploring for avenues of attack include 
topics that have been discussed in previous projects, but were customized and enhanced for FCS 
application. This section includes the broader discussion, as well as a proposal for a 
limited/refined/focused effort within these areas of discussion.  It is also important to note that this 
section focuses on what UVA has come to term as the ‘Task 1’ portion of the DoD/SERC contract.  
There is a parallel effort by a UVA/VCU team on ‘Task 2’ that will be discussed in the Task 2 section of 
the document.  But prior to the Task 2 discussion is a section titled “Other Ideas Explored in This 
Research” that discusses other ideas and concepts that were explored in this past year’s effort.  
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Earlier phases of this project (and much of the current UVa documentation) refers to the use of a 
Security Architectural Formation that integrates a set of reusable security services. These services 
include:  

--Integration of interchangeable/ diversely redundant HW & SW subsystems 
--Subsystems that can change their attack surfaces through rapid HW & SW 
adjustments 
--Data consistency checking services   
(We focused on RESILIENCY of operator modes, controls, & data  (including intelligent voting mechanisms)) 
--Forensic analysis techniques 
 
Of the four (4) services listed above, UVA tended to focus on the third one this past year. Therefore, 
in an attempt to live and operate within Army imposed restrictions, UVA pursued various avenues of 
sentinel/sentinel-like development.  Each of these approaches represent derivations or 
enhancements of ideas proposed in earlier discussions, and involve putting the sentinel S/W onto the 
Army laptops (directly) instead of on a stand-alone networked device like a Raspberry Pi or other 
Single Board Computers (SBC).  This was mostly due to the network/device restrictions that were in 
place earlier in the project. What follows is a list of sentinel-like protection mechanisms that have 
been installed directly on the ALAS-MC computers that UVA could demonstrate: 

Primary Task 1 Deliverables 
a) UVA can now perform real time data ‘reasonableness’ and ‘bounds limit’ checks to see if the 

incoming sensor data may have been corrupted (either accidently or intentionally)—
particularly if this data (MET or DRWS, for example) shows radical changes that are not 
reasonable either in magnitude or in the change rate of the data.  

If an attacker was successful in manipulating multiple data elements in a manner that impacts the FCS 
solution all in the same manner (or ‘direction’), this could potentially impact the accuracy of the FCS 
solution.  In other words, if multiple data parameters were changed in such a manner that causes the 
shell rounds to ‘go long’ (fly too far; or to ‘go short’, not go far enough), this could cause the familiar 
tolerance stack issue seen frequently in electro-mechanical systems.  This can lead to significant 
performance problems, because all of the pieces have concurrent errors that bias system 
performance in the same direction (albeit ALL of them within their individual tolerances) that ‘stack 
up’ and conspire to make the sum total of the fire control solution to either be too large or too small 
to allow the system to function as designed. Figure 4 below shows a screenshot of the MET data as it 
is displayed on the ALAS-MC test panel.  
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Figure 4     The Test Panel Display of MET data. Clicking the ‘Periodic’ radio button causes all of these 

MET data parameters to change rapidly and in a pseudorandom manner 
Figure 5 shows a screenshot (with a close up shown in Figure 5A) of the message(s) that are 
created when incoming MET data is undergoing radical changes that are from an attacker or 
from a malfunctioning sensor device, and could not reasonably be attributed as being the 
result of a true and accurate sampling of real world data.  Air Temperature measurements 
that change more than 10 degrees per second or a Humidity reading that changes more than 
5% per second are examples of out of bounds world data samples. 

 

Figure 5    The Commander’s and/or Gunner’s SDU When Receiving ‘MET Data’ Error Messages 

 

Figure 5A    Close Up Screenshot of the MET Error Message 
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b)  UVA has developed a sentinel on the CF-19 laptops that detects when or if ‘mission input’ changes 
are made without a corresponding screen touch to that particular SDU, indicating an unnatural 
system response or a possible cyber attack.  The reverse situation is detected, as well—the case 
where the screen is touched, but no scenario change was logged by that SDU, generating an error 
message.  These messages are shown in Figure 6 (a close up is shown in Figure 6A), below: 

 

Figure 6    Commander’s and/or Gunner’s SDU When a Touch/No Touch Error is Detected  

 

Figure 6A   Close Up Screenshot of the Error Message 

These sentinel-like functions fall under the Data Consistency Checking category of the Security 
Architecture Formation. In addition, UVA explored a wide variety of other sentinel-like operational 
possibilities for future consideration, and these are discussed below:  

Additional Solutions Explored in This Research (may require additional hardware in vehicles) 
Other ideas that were explored in this research effort include the following: 

c)  If sensor data is available from other mobile vehicle platforms (other tanks, for example), develop 
a way to compare the sensor data of multiple friendly vehicles IF the data is gathered from a similar 
geographic location.  Intersestingly, while combining information permits additional design patterns 
for solutions, the connectivity also opens up opportunities for new cyber attacks. This situation is an 
important element of risk management when deciding on solution implementations.  

d)  For other applications, UVA explored the idea of developing a Triple Module Redundancy (TMR) 
scheme to compare three (3) incoming data streams. Army concerns regarding the lack of practicality 
for implementation of triple redundant solutions led to consideration of dual redundant solutions. In 
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recognition of the stacking phenomena discussed above, the US Army can explore comparisons of 
dual sensors for compass, DRWS, MET, and other single data sources on the vehicles, with detections 
of attacks based upon the low likelihood of multiple errors biased in a direction that is additive from 
the perspective of the integrated solution. Practicality of implementation of multiple dual sensor 
solutions and performance in detection of cyber attacks would need to be explored before  a 
judgment is made about this solution possibility. 

e)  UVA also considered conditional forensics for post mission analysis to the sentinel function. 
Relevant for cases where Sentinel detections of attacks dare insufficient to eliminate consequences, 
samples of stored Sentinel detection data could be compared (post mission) for anomalies that could 
have caused degraded FCS performance and resulted in periods of time when the rounds were not 
hitting the target(s).  This discussion is continued in a future paragraph. 

f)  Another explored sentinel opportunity  involved using the video input (on the Commander’s and 
Gunner’s displays) as a ‘real time’ means to determine if rounds being fired downrange are hitting the 
target(s) as expected.  “Rounds hitting the target” could potentially be identified by the Sentinel as 
flashes of orange or red light briefly emanating from the targeted vehicle (on the video) as the bullets 
strike the metal surface.  This method would be particularly useful in cases where rounds were 
indeed hitting their target(s) initially but then suddenly started missing the target(s) for some reason.  
The previous values of the incoming data could be examined for large changes that could have caused 
the FCS calculations to change radically and perhaps explain the ‘misses’, which would be the case if 
an attacker was suddenly injecting false or grossly errant data values into the FCS calculation(s).  UVA 
researchers will need to glean information from Picatinny Arsenal (PA) engineers to determine the 
sensor data inputs that ‘carry the most weight’ in the Fire Control solution.  

As a further discussion point to the conditional forensics section added for post mission analysis (as 
suggested in item e) above, the means could be added to the ALAS-MC system whereby previously 
transmitted/utilized network traffic and sensor data is stored away (forensically) for a short period of 
time (in a ‘sliding window’ format of preserving the last number of seconds of data, for example) and 
error logs (generated by the processes described in a thru f) are saved away in a Non-Volatile 
Memory (NVM) device for future forensics analysis by maintenance personnel.  This enhancement 
allows for future ‘horizontal’ implementations of sentinel/monitoring functions of many types, not 
just a few.  One such option is to raise a flag to both operators if ‘fresh’ data has not been received in 
a (TBD) period of time.  For example, if a particulasr sensor routinely sends data out every 500 
milliseconds or so, then raise a flag if fresh data has not been received for 1.5 seconds or more.  This 
option also facilitates the opposite scenario by raising a flag if the system is ‘flooded’ with non-
valid/bogus data from an attacker.  These are examples of verifying Data Availability. This forensic 
storage area is also useful for Data Integrity purposes, as well, if the network data routinely includes 
the serial numbers of MET, DRWS, or other installed sensors; sensor serial number changes in the 
middle of certain operational phases would not be normal and would easily flag abnormal operation.  
Also, the data received by both SDUs (Commander’s & Gunner’s) could be compared with either 
other for consistency.  Data Availability and Data Integrity are further defined in the next section. 
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Proposed Categories of Protection Mechanisms for Future Reference 
Based on the activities described above, UVA initiated discussions with Picatinny engineers to defined 
and postulate the following three (3) protection mechanisms to be enhanced and built upon in the 
next research phase. These discussions provided a basis for more detailed analysis of the value and 
feasibility of potential continuation efforts These are: 

1) System Integrity     How do we insure that control of the system cannot be wrestled away from the 
operator(s)? In the minimal system that UVA has, there are currently no provisions for this-- but the 
previous paragraphs detail how such monitoring could be achieved (which also conveniently includes 
the act of checking for expected results and flagging deviations from the norm).  

2) Data Integrity     How do we insure that the data is accurate? (UVA is currently doing some data 
'reasonableness' and 'rate' checks as described above in item a above, and plans on expanding these 
efforts) 

3) Data Availability     How do we assure that we are getting data from the sensors in a timely (and 
expected) manner??  UVA has looked into this, but the 'test panel' laptop sends out data far more 
frequently than the real vehicle sensors do, so which ‘timing’ configuration do we use??  UVa has 
confirmed, via 'Man in the Middle' (MITM) attacks, that for the experimental configuration of ALAS-
MC we can stop all data to the Army-provided laptops (commander & gunner's displays) and nothing  
is flagged as being abnormal.  

The conditional forensics discussion on the previous pages would be a useful way to insure Data 
Availability, Data Integrity, and System Integrity.  This forensic storage area may be extremely useful 
for Data Integrity purposes, as well, if for example the network data routinely included the serial 
numbers of MET, DRWS, or OTHER sensors; sensor serial number changes in the middle of certain 
operational phases would not be normal.  Also, the data received by both SDUs (Commander’s & 
Gunner’s) could be compared with each other for consistency, as well as status of the messaging 
traffic between the two SDUs.  Monitoring the data between system components for non-standard 
data rates and nonstandard sequences (i.e.: “clock skew’) is yet another way of verifying data 
integrity. 

In terms of conditionally verifying user authentication and authorization, it may be feasible to use 
special operator authentication mechanisms when an operator makes a critical input to the system. 
For this type of solution one would be required to determine not only the criteria for criticality but 
also the rate of such commands being issued, so as to avoid disrupting normal operations. 

Task 2   Mission-Level Cybersecurity Solution-Selection & Decision Support Tools 
This research activity focused on developing new methodologies with supportive tools for decision-
makers to determine the relative value of alternative cybersecurity defenses. The research also 
focused on supporting decision-making from a S-o-S perspective regarding assurance of 
accomplishment of military missions. 
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Task 2 Details 

Task 2 Introduction 
The distinguishing characteristic of modern military operations are their substantial reliance on cyber 
data - to enhance sharing, integration, interoperability, and decision making in ways that could not 
have been envisioned 10 years ago. As one can expect, the diversity and vast amount of data from 
various sources creates unique opportunities and challenges. One of the key challenges facing tactical 
systems (today and in the future) is ensuring trustworthiness and reliability of situational data in the 
face of evolving and increasingly sophisticated cyber-threats. The resilience and security of critical 
DoD Cyber-Physical Systems will depend upon not only on the understanding of cyber threats 
adversaries can carry out, but also developing a more complete awareness of how cyber-threats will 
affect tactical and strategic missions.  We can foresee that in the era of cyber-assisted military 
operations, developing well-engineered science based approaches that can be used a-priori by cyber 
analysts and commanders to identify; (1) attack classes that are problematic for a specific system and 
mission, and (2) defensive measures to enhance cyber-resiliency, will be a much needed capability  

Today contemporary cyber-vulnerability analysis is performed largely at two extremes as shown in 
Figure 7. At the very low level, typified by binary analysis, debugging and packet analysis tools, and 
conversely at the very high level, which includes tools like attack trees, graphical methods, and 
tabular auditing methods.  Consequently, today we practice cyber-systems vulnerability analysis in a 
disjointed, fragmented fashion that leaves exposures to exploits undetected due to the fact that 
a systems perspective of cyber-vulnerability analysis is lacking. Our approach called Systems and 
Mission Aware Cyber-security brings the power of system level modeling and analysis to enable a 
holistic perspective on cyber security.  

 

Figure 7 Spectrum of approaches to vulnerability analysis 

The key advantage of employing a model based Cyber-Vulnerability Analysis approach is viewing the 
system from several important perspectives and dimensions of abstraction within a single framework 
and supporting tools.  These perspectives include the mission perspective which provides context to 
the consequences of exploiting vulnerabilities, the architecture domain which embodies the 
organization and relationships between subsystems and platforms, and the platform domain which 
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represents all of the functions and components that are working together to achieve a mission. This 
relationship is shown below in figure 8.  

 

Figure 8    Model based cyber systems perspective 

Furthermore, model based analysis enhances support for decision making by providing reasoning 
along these dimensions. It provides a model to collect insight that otherwise could be overlooked. 
Most importantly, the information extracted from the model (via querying analysis) allows decision 
makers to have higher levels of confidence in the cyber security solutions.  The model-based 
approach has the potential to provide insight into important questions such as:  

• Did we overlook important attacks or important defenses? 

• How do we know if an attack/defense is important? 

• If we do choose to add a defense solution, in what way does this change the system and how 
should it impact our perception of its vulnerability?  

MissionAware Architectural Selection Framework 
The research discussed in this section of the report was conducted in a collaboration between VCU with UVA. 
This section describes the progress and findings related to the development and realization of a MissionAware 
Architectural Assessment methodology and supporting toolset.  The details of the MissionAware process can 
be found in Final Technical Report SERC-2015-TR-136. The MissionAware framework builds off the SysAware 
methodology developed in 2013 and 2014 project phases.  

From a historical perspective, the inception of MissionAware methodology was driven by the 
recommendations of a joint workshop in late 2014 where various stakeholders including OSD, 10th Navy fleet, 
and MITRE Corporation provided critical feedback on the SysAware concept. A principal conclusion of the 
workshop was that future development of the SysAware methodology should incorporate more strongly a 
mission perspective rather than systems perspective, and also should include more support for automation 
and productivity enhancement tools to mitigate the complexities of modeling at-scale DoD systems. 
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MissionAware introduces new methodological elements that address these issues. Accordingly, SysAware was 
refactored to encapsulate mission information more explicitly and became known as MissionAware 
methodology.  MissionAware approach strives to capture a mission’s work flow of information with a 
consistent modeling approach and continuous assessment of the attack surface with respect to a mission 
configuration or scenario. 

Attributes of the Mission Oriented Approach 
MissionAware is different from traditional cyber-security in a number of ways, but most notably its 
distinguishing characteristic is that it explicitly considers mission requirements, human interactions, mission 
operational phases and workflows from the outset – all of which is necessary from a DoD perspective.  Some of 
the hallmarks of the approach are: 

• Mission Workflow – describing how a system provides its intended functionality and service to satisfy 
its mission.  

o What is critical and why 

o How is it critical (flow) – its interaction with users and environment 

o The relationships between critical assets and missions 

o How do cyber actions and threats impact mission capability  

• Holistic perspective - considers system information, such as connectivity, system functions and 
corresponding data requirements, configurations, along with mission, realistic attacks and the 
workflows that describe the system's core functionality and interactions to satisfy its mission goals. 

• Reason about actions, behaviors, and consequences in the presence of attacks, faults, and unintended 
actions in terms of mission goals 

• Mission defense and resilience:  assets to be protected to ensure mission continuity 

Figure 9 provides a conceptual picture of MissionAware cyber-security.  
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Figure 9  Mission aware cyber-security concept 

Referring to Figure 9, a mission goal directly depends on processes that occur in the system. In this case, the 
autopilot utilizes a number of functions and services to maintain the mission goal of “hover UAV over target”. 
As such, the highest-level concept in the model is the SysML block Mission Context, representing the highest 
level of analysis at a given time. The high level components of the mission, such as platforms, functions, 
operators, and sensor assets are modeled as decompositions or parts of the mission context. When an attack 
or defense is introduced to the model, it is added via specialization of the original mission, with a number of 
custom modifications possible. 

We assume each process step in a mission scenario must use one or more technology-based functions in the 
system. We also, assume a successful mission depends (at least) on the availability, correct functioning, and 
integrity of the platforms and functions in the system.  

One of the key findings from past years efforts is that while the early SysAware methods left the investigators 
and participants with a clear sense of having successfully explored the cyber-vulnerability space of our 
representative systems, the manual effort required would not scale well with system size and complexity 
(workshop findings).  However, we felt we had all the pieces to evolve our methods and techniques in a 
direction that allowed semi-automated or tool assisted analysis to explore, query, and assess complex at-scale 
systems – this new method became MissionAware.   

In 2015, we embarked on testing concepts for a new tool framework built on premise of algorithmically 
searching a mission context model of system for potential security fitness for a large class of attacks.  This 
effort was largely an exploration in new concepts, not necessarily meant to suggest that any specific concept 
implementation was how it would be realized in a tool framework.  These findings were reported in final 
technical report SERC-2015-TR-136.  This year’s efforts were aimed at taking the findings of 2015 and making 
the framework realizable and robust in a general purpose sense, ultimately to be implemented as a portable 
tool.  To provide context for this effort, we provide a brief overview of 2015 MissionAware tool framework 
below.    
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Referring to Figure 10, the MissionAware process has number of process steps and supporting toolboxes that 
altogether facilitates deeper introspection of a system in the context of a mission.  We discuss the major 
toolboxes.  

 

Figure 10  Mission Aware tools and Workflow concepts 

The War Room 
The MissionAware War Room is a guided, facilitated team activity that leverages the strengths of different 
stakeholders to make use of system models. Such stakeholders include the mission owner, the system 
modeler, attack analysts and the acquisition cost experts. By maturing from the “fuzzy front end” of a narrative 
description to a rough block diagram to a robust system model, model-based assessments (such as attack 
surface exploration) can be automated while maintaining linkages to design intent. Traceability is a key 
attribute of the war-room concept.  

While SysML underpins the eventual system model, instead of jumping immediately to innumerable SysML 
diagrams, the War Room seeks to build the right level of model for the mission at hand in a common language 
to be arrived at organically by the team and support doing it in such a manner that it is traceable in different 
levels of abstraction of the SysML models. 

In 2015, the war-room concept was envisioned as “power-point” markup tool where ideas, concepts, system 
requirements, features were to be ranked by various stakeholders in the context of a specific mission. In 2016, 
the research team introduced a new approach to the war-room inspired from the STAMP methodology [ref] 
which is sound in its employment of the engineering principles of traceability, consistency, and usability.    

Attack Library 
At present, we envision a number of  libraries to be used in the MissionAware framework – one of these is an 
attack library. To become an effective tool, the up-front cost of creating an attack model must go down over 
time, even as new attacks emerge over time.  The most productive approach to driving this is in the creation, 
curation and tool-based discovery of a library of “attacks-as-known” that employ consistent description 
schemas for uptake into an analysis framework. 



 19 

One such resource that shows promise for building an attack library is the Common Attack Pattern 
Enumeration and Classification (CAPEC) library. CAPEC is a verified third party attack library managed by the 
MITRE Corporation. The library classifies all attacks under predefined categorizations and abilities of 
inheritance (e.g., when the attack is possible). CAPEC offers two ways of accessing its libraries: (i) manually 
through their webpage or (ii) through a downloadable XML file. Both contain all aforementioned qualities and 
prerequisites for an attack. The former option for accessing the library is useful to an expert wanting to get 
specific information for a specific attack. The latter provides the option of extracting those properties in an 
automated manner through a text manipulation and creating broader standard libraries. There are two parts 
that come in the form of an XML file: the content itself and the schema. The content contains all the 
information about all attacks, while the schema defines the categorizations. By “mining” the schema it is 
possible to get a set of predefined categories one is looking for to apply to the model itself (e.g., for each 
attack have certain attributes that we know we are looking for and we know we can extract and then map to 
the actual content). By using the attack library the characterization as well as the prerequisites can be 
extracted through use of automated support tools.  

This could be an optimal solution assuming that all attacks are classified under the same categorization 
scheme. However, because of the heterogeneous nature of the attacks they have to be classified in a 
customized manner.  This leads to problem of specificity between the SysML system model components and 
the attack descriptions – they may not be congruent, meaning the attack descriptions may be very detailed 
and the SysML model detail is not at that level of detail. While this is still a finite number, it would not be 
beneficial to give the model that level of specificity. To remedy that a certain number of characterizations have 
to be chosen that encompass most, if not all, attacks. The drawback of this approach is that some information 
for the attack may have to be thrown away during the mining process of the data from the XML file. 
Nonetheless, this could still provide a better picture of the possible attacks than any expert could by manually 
inspecting the whole system. This means that a check has to be made after the results from the modeling 
process are generated. At that point the vast majority of the process of assessing a system for cyber-
vulnerabilities has been automated and, then, the experts can work in a more efficient manner.  We are 
actively developing new ideas to converge the needs for specificity of attack and effective use of standard 
system models.  

Component Libraries 
To become an effective process for stakeholders, the up-front cost of creating a useful model of a system-of-
systems must go down over time. A potentially productive approach for addressing this need is through the 
creation and curation of a library of “standard mission” components that employ consistent modeling 
primitives. To meet the MissionAware goal of assessing the attack surface of a configured system would 
require the creation and maintenance of a set of SysML models that consistently employ SystemAware 
semantics.  These semantics are still under development, but intuitively the model semantics are attributes 
and behaviors that would serve to capture for each library element: 

• Information flow: Types of information flow for Input and Output ports. 

• Properties: Associated with information flows or components (confidentiality, integrity, restrictions, 
sharing, etc.) 

• Functionality: How does a function work in itself and what service does it provide? 
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• Non-functional attributes: Timeliness, responsiveness, user interaction, etc.   

• Interface Interactions: How a component interacts with users and entities, protocols, communication 
standards, etc. 

Once available as SysML models, the component library can be continuously updated or customized for 
specific set of mission components, from which mission systems can be constructed. 

Evolutionary Assessment Tool (EAT) 
Our previous approaches (SysAware) to capturing and evaluating the effectiveness of attacks were mostly 
based on the experience of the attack analyst, and were custom-built for the particular system of interest. 
Further, the relationship between a cyber-attack and the impact on the functionality of the system was 
captured through the knowledge of the system modeler and the domain level expert. 

By enhancing our understanding of both the system-in-context (i.e. mission) and the attack (i.e. attack 
patterns), we have the information necessary to provide a semi-automated exploration (algorithmically) of the 
attack space. Our initial approach, the MissionAware Evolutionary Assessment Tool (EAT) explores the attack 
space much like an attack analyst would, considering: 

- What part of the system should I attack? 

- How should I attack that part of the system? 

- If that attack is successful, how does it change the system? 

- What effect does that attack have on the operation of the system? 

- What attack should I try next? 

The research team has explored the possibility of using Genetic Algorithms (GAs) to illuminate the interaction 
between mission oriented systems and attacks on that system. GAs are optimization algorithms that operate 
on principles inspired by biological evolutionary processes. A GA is a method for solving both constrained and 
unconstrained optimization problems based on a natural selection process that mimics biological evolution. 
The algorithm repeatedly modifies a population of individual solutions. At each step, the genetic algorithm 
randomly selects individuals from the current population and uses them as parents to produce the children for 
the next generation. Over successive generations, the population "evolves" toward an optimal solution. GA’s 
different from classical optimization methods by generating a population of points at each iteration, instead of 
identifying a single point solution. The best point in the population from the perspectives of the decision-
makers approaches an optimal solution. 

Organism 
The mechanisms for supporting analysis are graph-based. A mission can be characterized by a mission graph 
and its corresponding cyber attack graph. In MissionAware, the “organism” we are evolving is an ordered list of 
attacks of a fixed size. Each attack in an ordered list (a chain) remembers: 

● Target: The node in the system that is to be attacked. 

● Pattern: The attack pattern to test, meeting all prerequisites requirements.  
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Each attack receives as an input the current state of the mission, and results in either that same graph 
(unchanged) or a modified version of the graph.  A random attack chain is generated by randomly selecting a 
node from the mission graph and an attack from the attack graph. 

Fitness Function 
The key aspect of the genetic algorithm is its fitness function, evaluated per organism. As an area of ongoing 
research, several candidate metrics are: 

● Requirement Invalidation: An attack chain that invalidates n Information Requirements is 
better than one which invalidates n-1 

● Attack Expense: An attack chain which incurs a cost of $n to the attacker is worse than one 
which costs $n-1 

● Attack Specificity: An attack which matches its prerequisites by n levels of 
generalization/specialization is better than one which matches at n+1 levels 

These are not mutually exclusive, so relative value weights are needed. For example, requirement invalidation 
should usually dominate all other metrics, as it directly coincides with the definition of success an informed 
adversary would choose. By keeping these metrics in a user configurable space along with graph definitions, 
the user can employ the system in a manner that can reveal unexpected insights.  

Population 
Once a given organism can be evaluated and weights have been selected, then two organisms can be 
compared; or more broadly, a population of organisms can be ranked. The population is a set of some pre-
determined size of organisms. Initially, these are unrelated to each other, consisting of randomly chosen 
values. 

Mating, Mutation, and Convergence 
The very first population is evaluated for fitness and ranked via the weighted values. From this, the top-
performing half of the population is preserved and the bottom-performing half discarded. This missing half of 
the population is filled in with a mating of the remaining population. Simply, this means taking two attack 
chains and generating a third attack chain that is a mix of its two parents. To inject a little more entropy, every 
new member of a population has a small chance to have a particular attack replaced with a new, random 
target-pattern pair. This ensures that a little “new blood” is injected into the population. Finally, in 
evolutionary algorithms, it is desirable to have a “right answer” possible and quantifiable. In the case of 
MissionAware, one could argue that invalidating a single requirement is sufficient for an attack to be 
considered a success. However, as a mission evolves to be resilient to the possibility of information attack, 
invalidating a single requirement might no longer signal a true failure, and further evaluation should continue 
to see if more requirements can be invalidated, or more possible paths to invalidation are found. 

Assessment 
At the end of an evaluation, we can observe the best-performing organisms over the course of the evaluation. 
Additionally, the final population can be seen as a snapshot of the attack surface. Counting each node in the 
system graph can be used as a means for determining those nodes that are populating the greatest number of 
successful attack chains, providing a relative ranking of the criticality of nodes. 
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In 2015 effort, we conceptually demonstrated the viability of the MissionAware Approach, however, several 
questions remained unanswered.  How scalable was the method? How do we generalize the methodology so it 
can evolve into a robust tool for cyber-analysts to use? How do we best represent attack surfaces as graphs 
that can be extracted from SysML models?   How do we model the system so that congruence between attack 
libraries is maximized?  How do we realize the war-room functionality so that it is cleanly integrated with 
mission oriented model building?  Most of 2016 effort was devoted to answering these questions.   

2016 R&D Activities 
The research activity to developing a useable toolset was divided into 4 subtasks. The first subtask was to gain 
a deeper understanding of the prototype software architecture used in 2015 to conceptually evaluate 
automation concepts..  

Subtask 2.1: Gain understanding of the Initial Proto-Type 
In the previous phase of research, a number of iPython tools were developed for extracting information flow 
and activity data from SysML models, graphical representation of connected components, attack patterns, and 
a genetic algorithm based attack surface detection tool for SysML models.   

Initial MissionAware Concept Exploration Tools: Organization 

In 2015, the research team produced a set of toolkits based on Python to extract the SysML model from its 
associated XMI file and use a genetic algorithm to find the rank of infiltration into the systems hierarchy. The 
initial solution for extraction was to define several “flow diagrams” that are always modeled in the same way, 
with the same name, etc. Additionally, in order to extract the data from the XMI file a basic XML parser was 
utilized for conversions into RDF (a metadata data model), producing a SQL database with JSON objects, and 
through custom JavaScript widgets produced the visualization graphs. This workflow is shown in Figure 11 
below.  

 

 

Figure 11  Initial Tool Concept Workflow 

An enhancement to the workflow was to add a genetic algorithm to semi-automate the analysis of attack 
vectors on mission and system so as to assess the impacts of mission requirement being violated - an 
infiltration rate. Due to time and cost limitations and the complex nature of parsing and extracting XMI models 
from SysML and converting them into graph representations, the team developed a “mock” set of tools and 
models to emulate this process- this mock up is described below and is depicted in Figure 12 below.  
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Figure 12  YAML mock up model for testing GA 

The “mock” system is defined as a simple system that consisted of an operator, an operator workstation, a 
sensor pod, and a router as nodes. However, all those data structures were not captured in SysML 
(MagicDraw) but rather as YAML1 models which could be extracted in later efforts. It still used the principle of 
flows and graphs. YAML was used as an alternate representation of JSON-LD documents. Additionally, the 
mock model defines the information flow as the pod wifi and the router wifi. That means that the applicable 
attacks were targeting the router and specifically the communication between the pod and the router wifi.  
The YAML model demonstrated how the extraction and analysis algorithm would work hand in hand to 
produce a report on infiltration rate through the genetic algorithm. The following graphs (in YAML) were 
required in order for the system to be analyzed:  

1. Context graph: the meaning of the structured data as a series of linked nodes. 

2. System graph: nodes, ports, and flows that define the system structure. 

3. Requirement graph: describes the set of constraints that an evaluated system could contain (i.e., 
the things the attack is trying to violate) 

4. Attack pattern graph: contains the set of attack patterns, each attack pattern contains a set of 
prerequisites that must be met for a set of effects to occur. 

Because we were developing an initial concept model, the queries into the SQL database to evaluate attack 
prerequisites were not fully implemented. The reason for this was the restrictive modeling requirements. The 
“toolbox” was defined to operate on the YAML graphs. These included a store of functions with their 
arguments under standard aliases for uses in algorithms. For example, this toolbox was used to construct the 
population for use in the genetic algorithm (i.e., the set of attack patterns to be applied to the surrogate attack 
surface).  The toolbox was successful for the simple model and with a simple definition of requirements for 

                                                           
1 YAML (Yet Another Markup Language) is a data serialization language that takes concepts from programming languages 
such as C, Perl, and Python, and ideas from XML.  
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violation (mission). Furthermore, an evaluation function was constructed that takes the output from the 
toolbox-the population of attack patterns-and applies it to the attack surface over a set of generations. 

Finally, genetic operators were used to implement the scenario using the toolbox and the evaluation function. 
For the actual evolution of the population DEAP2 was employed and defined the problem as one of “maximum 
infiltration”. Specifically, the genetic algorithm, over a period of evolutions mutated the population, and 
evolved a best individual. A best individual is a series of attack patterns applied to the attack surface that 
infiltrates as far into the nodes of the system as possible. 

This past year the earlier concept models and methods were assessed in terms of long term viability for more 
robust tools. Through deconstruction and assessment improvement opportunities were identified with the 
concept approach: 

1. The approach required a specific modeling methodology, otherwise the model could not be parsed; 

2. The extraction and analysis methodologies were intertwined to an extent that made it w difficult to 
alter behavior and reasoning about the system in terms of a cyber-analysis approach; 

3. The programmatic implementation would be too complicated to be adjusted for general purpose 
use. 

In recognition of the above problems, a more compartmentalized general purpose implementation would be 
desirable; an implementation that would be in line with the Systems Engineering understanding, and also 
embodies good software engineering practices - which is described in subtask 2.4. Additionally, the central 
idea in this subtask was to increase the degree of automation in tractable way in the cyber-vulnerability 
assessment, as well as, identify and implement techniques that assist in visualization of cyber-attacks. Hence, 
the conceptual tools paved the way for ideas that we outline in subtask 2.4: clarity, validity, and general 
application of a tool framework.  

Subtask 2.2: Investigate use of NIST Software Testing Tools to enhance Mission Aware Cyber 
Security.   
An investigation was conducted with regard to the software testing tools and techniques used by NIST, with 
the goal of potentially enhancing mission aware cyber-security. Specific attention was paid to three specific 
tools and techniques: The Automated Combinatorial Testing for Software (ACTS) technical approach, the 
Combinatorial Coverage Measurement (CCM) tool, and the ComTest tool. Our investigation was to determine 
if aspects of each of these tools and techniques could potentially be utilized to support and enhance mission 
aware cyber-analysis techniques.  For the sake of brevity we summarize our findings below.  

While the NIST ACTS technical approach and software testing tools, including CCM and ComTest, are efficient 
and useful for creating coverage metrics and assurance cases, they are not specifically applicable to the current 
research goals at hand. ACTS is used mainly for constructing t-way combinatorial test sets, with a variety of 
features. Although ACTS is extremely relevant for test set generation, it is not in line with MissionAware, which 
is model based analysis – ACTS is not model based nor does it use target software to derive its tests. 
Accordingly, with no model or code representation the connection to MissionAware is limited. 

                                                           
2 Distributed Evolutionary Algorithms in Python. 
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Subtask 2.3:  Integration between Mission-aware Tools 
To bring together the system-and attack tree-modeling disciplines, a number of technology selections were 
required. In each case, a balance needed to be struck between performance, ease of use, openness, 
supportability, quality of collaboration, and cost.  The baseline tenants of our tool are driven by a couple of 
overarching objectives: 

• Support guided exploration – Allow diverse analysis methods such as GA exploration, Attack trees, 
and visualization to be used within a single framework.   

• Separation of concerns – Compartmentalize analysis methods from mission requirements related 
modeling activities. 

• Low threshold – The tool should allow easy entry for understanding and use by various novice 
stakeholders.   

• High Ceiling  - The tool should allow experts to perform necessarily complex and detailed analysis   

• Open Ecosystem support - The tools should advocate a community supported ecosystem that allows 
different users and agencies to modify or customize the tool to their needs.   

Tool Development Guidelines 
Model Authoring Tools 

Model authoring tools were chosen primarily for their productivity and support of underlying model concepts.  
A complete open source tool chain proved too difficult to rectify with productivity. Because of this, the next 
most important feature was openness of data import/export, such that another tool could be adopted at a 
later date without sacrificing historical data. For this reason, we chose NoMagic MagicDraw with SysML 
Plugin3.  

SysML XMI 

All SysML tools use a dialect of the XML Metadata Interchange (XMI)4 format. As of SysML 1.3, a canonical XMI 
specification exists for interchange of model data between SysML tools5. However, most authoring tools 
bundle their model and visual descriptions together, and a canonical diagram XMI format will not be available 
until broader adoption of SysML 1.46. That means the working system modeler cannot yet use the canonical 
format as their format of record. As a result, we adopted the specific XMI dialect of MagicDraw, but as we 
discuss latter we are careful to craft any parsing mechanism in a way that would lend itself to later adoption of 
the canonical spec. 

                                                           
3 SysML Plugin. No Magic. Web. http://www.nomagic.com/products/magicdraw-addons/sysml-plugin.html 

4 “XML Metadata Interchange” Object Managment Group. Web. http://www.omg.org/spec/XMI/ 

5 "Model Interchange." Model Interchange Wiki. Object Management Group. Web. http://www.omgwiki.org/model-
interchange. 

6 “SysML 1.4 Beta”. Object Management Group. Web. http://www.omg.org/spec/SysML/1.4/Beta 

http://www.nomagic.com/products/magicdraw-addons/sysml-plugin.html
http://www.omg.org/spec/XMI/
http://www.omgwiki.org/model-interchange/doku.php
http://www.omgwiki.org/model-interchange/doku.php
http://www.omg.org/spec/SysML/1.4/Beta
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Data and Model Consistency 

To make use of data from different models of systems, mission requirements, and attack patterns we need a 
“meta-model” that represents semantic information. This allows common features, such as the names of 
things, pre-conditions, inheritance, and properties to be represented in a common format.  In conceptual 
framework tools we used named graphs as defined by the Resource Description Framework7 (RDF).  
Ultimately, we have moved towards GraphML for our meta-model semantics for a number of reasons stated 
latter.  

Configuration Management 

To enable the fluid interchange of data between multiple users at different locations, we utilized an offline-
capable distributed version control system, git8, that allows system modelers, stakeholders, and attack 
modelers to confidently maintain configuration control between models, requirements and attack modeling 
efforts.   

Platform Integration Environment 

With the model data under configuration management, it is important to be able to load all tools and plugins 
in a consistent, repeatable environment. Our initial attempt for this purpose was to use Vagrant9 in 
conjunction with Docker10, which can create an executable environment from a simple text description. 
However, this proved to be unstable and complex due to modifications in updated versions of iPython. We 
may revisit this requirement in the latter stages of the project to see if containers are a viable option.  

Development of New XMI Extraction Methods from SysML models 
In order to allow for automation of the cyber-analyst tools, it is of importance to create a general purpose 
extraction method and tool for SysML models (XMI).  Extraction of information from the model is done 
primarily through the use of type parsing.  Previously in the tool concept phase, the extraction and analysis 
algorithms were accomplished using the same package, called trike11.  However, use of trike caused issues of 
portability across different modeling strategies.  

Therefore we currently are working on two extraction approaches:  

1. Use of similar XML parsers as in the previous effort, but with more general arguments in order to 
allow for a more broadly usable modeling methodology; 

2. Use of the MagicDraw OpenAPI that can directly extract elements from the model through function 
specific properties.  

                                                           
7 "RDF 1.1 Concepts and Abstract Syntax." W3C. Web. http://www.w3.org/TR/rdf11-concepts 

8 “Git”. Git community. Web. http://git-scm.com/ 

9 “Vagrant”. Hashicorp. Web. https://www.vagrantup.com 

10 Docker is an open platform for developers and sysadmins to build, ship, and run distributed applications, 
https://www.docker.com/ 
11 Trike is an open source threat modeling methodology and tool. 

http://www.w3.org/TR/rdf11-concepts
http://git-scm.com/
https://www.vagrantup.com/
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Both of the above methods differ from previous extraction by separating the extraction from the analysis, 
leading to a more robust solution.   

Method 1 is the similar approach as with previous efforts without modeling methodology restrictions that 
were imposed by the trike parser. It is based upon parsing the SysML exported XMI file.  

Method 1 still has some limitations. These limitations arise because the MagicDraw SysML XMI file is complex 
and involved in how it defines interconnections as well as descriptors. It does so with custom declaration of 
classes.  

Method 2 is based on building a custom GUI from the MagicDraw API to access relevant information in the 
SysML model and construct a hierarchy that is not tied to the modeling technique. The GUI through the API 
uses functions that impose on the model directly and provides all information that is in the model. The 
extraction in this case is general purpose and will always work assuming MagicDraw is used for the SysML 
modeling.  If a user wants to use another SysML tool, similar API’s are available and our prototype  GUI can be 
used as a template.  At present, we have been able to integrate the MagicDraw OpenAPI, using Groovy ( a 
Python like language), and we are able to call any given SysML diagram we required from MagicDraw.  We 
were able to query the SysML model and find specific elements and save them to a file. Further work is 
necessary and ongoing to extract all data from the model and map it to the GraphML schema. 

A key feature in the new integration approach is to separate analysis activities from modeling activities. This is 
depicted in Figure 13.  The new approach compartmentalizes various activities of the tool, thereby creating a 
more stable tool design and implementation. It also establishes well-defined interfaces between the various 
tools, models, and data.  

 

Figure 13.   Tool Integration: Separation of Concerns 

Referring to Figure 13, after parsing the model in either approach, the model will be mapped to the GraphML 
schema structure (i.e., it will be presented as valid GraphML). GraphML takes the place of RDF in the older 
conceptual version of the meta-model.  GraphML is a standard for representing topological graphs in XML. 
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Using GraphML as a meta-model allows us to capture the semantics of the SysML model with all its nuances 
related to mission requirements, security requirements, and workflows.  GraphML has a large open source 
user community that supports its development with tools and extensions.  For example, in Python there are 
several libraries that can manipulate and visualize a GraphML structure (e.g., igraph, pygraphml, etc.) 
Therefore, we can use graph theoretic principles to examine the system from that perspective. Additionally, 
since this is a standard format we can edit and add information for analysis. The use of a EAT (genetic 
algorithm) is facilitated from a more tractable position, since there is a well-defined data structure in GraphML 
that we can feed into the genetic algorithm. The problem of applying attack vectors to this modeled surrogate 
attack surface is discussed in the following section, subtask 2.4. 

Once the extraction is complete, then we can use iPython (Jupyter) notebooks to analyze the graph, as well as, 
visualize flows in the graph. The key innovation developed with the new methods of extraction and GraphML 
analysis is that they no longer place additional restrictions on the SysML model. 

New Model and Attack Surface Guidelines 
The conceptual modeling strategy in the previous effort was based on information flows and ports. In this 
phase, we extend this strategy to use a hierarchical approach that captures information flow type (e.g. 
protocols) that communicate between each element in the system, rather than un-typed information flow. In 
the new approach we can specify the protocol, which is often necessary for matching cyber-attacks to system 
functions in the system models.   As an example, a system that uses a I2C protocol to communicate between 
systems is susceptible to exploits that leverage vulnerabilities with I2C. 

The reason that we attribute the attack surface is to ensure model sufficiency with respect to CAPEC or other 
library attack patterns. By increasing the degree of model specificity we allow for a wider applicability of attack 
patterns to the actual system.  It is important to keep in mind however that there is a degree of specificity 
where too much detail results in a diminishing return on time investment.   At present, we are developing 
knowledge of the tradeoff between the value and costs of additional specificity with respect to maximizing the 
usefulness of model-based predictions.  The approach used to model the system is hierarchical, managing 
complexity and detail. An example of this hierarchy follows:  

• A diagram can describe an arbitrary entity called, for example, Unmanned Aerial Vehicle 

• Another diagram removes the ambiguity by defining what the entity Unmanned Aerial Vehicle is 
constructed by: flight control system, payload, etc. 

• Similarly, we can specify the hardware elements that construct the flight control system and the 
payload, etc. 

We can apply such a standard to any cyber-physical system prone to cyber-attacks, providing a general 
purpose and complete modeling methodology. 

MissionAware Tool Framework 2.0: Putting it all together.  
From the lessons and findings we learned from subtasks 2.1 through 2.4, we evolved the conceptual Mission 
Aware framework from 2015 into a framework that can serve as a foundation for more robust tools to support 
MissionAware methodologies.  Figure 14 depicts the new framework.  Our new framework is founded on 
Integration Principles founded in systems theory and recognized quality software engineering practices. The 
key innovations under this effort were; 
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• Developing new methods to extract relevant system, requirements, and mission information from 
SysML models in a general purpose manner that is sustainable over time.   

• Adopting GraphML as a standard schema for representing the meta-model of the mission-oriented 
SysML model. 

• Compartmentalizing tool framework activities, separating modeling and analysis elements 

• Utilizing open environment tools that are broadly supported. 

The next phases of effort will continue our development, refinement and evaluation to culminate in a “Beta-
version” of the tool that can demonstrate the MissionAware methodology workflow on a representative DoD 
system.   

 

Figure 14. Mission Aware Tool framework 2.0 

Subtask 2.4:  Definition and Characteristics of the composability tool 
We define the composability tool as a set of functions that construct valid attack vectors that are relevant to 
the given system’s surrogate attack surface. That requires a set of libraries that have general definitions of any 
given attack pattern. Fortunately specific libraries already exist (e.g., MITRE CAPEC). However, the general 
definition of an attack vector does not provide the necessary specificity to be an applicable and valid attack 
pattern in line with the specificity of the model. Henceforth, at the moment we would need manual editing of 
such library definitions to be able to efficiently apply them to a constructed attack surface. Automated 
solutions for this application do not exist at the moment, but we expect to be able to assess the viability of a 
trained neural network for applying the correct attack vectors, including the possibility of constructing them 
(see keras.io).  
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Through the composability tool and the genetic algorithm we hope to assure correct operation by inspecting 
the state of the model before the introduction of attack vectors (safe) and after the manipulation, which 
should result into an infiltration into the system (unsafe).  The goal in this subtask is to output meaningful 
results that correspond to potentially serious threats in the systems structure. 

Task 2 Summary and Findings 
Because of the size of real-world systems, the assessment process should ideally be tool-supported and 
automated to a large extent. In previous work we proposed a holistic security assessment framework that 
provides a multi-model perspective with a collection of heterogeneous input information into a security 
argument framework we called SysAware12. Building on that work, in this effort we focused on two distinct 
activities; (1) methods and tool concepts to support automation, and (2) refine modeling concepts toward 
formalisms that can be used in an automated modeling and analysis environment.  These formalisms include 
graph structures, attack patterns, and relations between missions, system models and attack patterns.  

As a result we have developed a new more integrated framework founded on integration principles and 
formalisms derived from systems theory and software engineering practices. This new framework lays the 
groundwork to develop robust tools that can be applied to systems in a general purpose sense. The key 
innovations under this Task 2 effort were; 

• Developing new methods to extract relevant system, requirements, and mission information from 
SysML models in a general purpose manner that is sustainable in the long run.   

• Adopting GraphML as a standard schema for representing the meta-model of the mission-oriented 
SysML model 

• Compartmentalize tool framework activities with respect to modeling versus analysis 

• Open environment tools that are broadly supported 

As a final observation (for Task 2) we note the experience of using a systematic model driven process to 
conduct cyber-vulnerability analysis often yields more information than just quantifying the vulnerability 
aspects of the system. The process itself is a learning experience, allowing circumspection into how a system 
behaves in response to potential threats and attacks. With mission-oriented perspectives we are attempting to 
bring “what-if” analysis across the wide range of stakeholders from command level to acquisition to 
engineering support.   The inclusion of this information into review processes and mission activities can only 
enlighten how we manage cyber defense capabilities from a mission perspective. The exprected next phase of 
efforts would continue our development, refinement and evaluation to culminate in a “Beta-version” of the 
tool that can demonstrate the MissionAware methodology workflow on a representative DoD system.   

Beneficial Activities for Both Tasks 
Although the two tasks were performed independently and in parallel, there were frequent meetings 
of the two groups to compare notes and to review findings; similar synergies can be expected in 

                                                           
12 2015 Final Technical Report SERC-2015-TR-136; and 2014 RT-115 Project Report – Part 4.  

 



 31 

follow-on work that continues after this effort is completed—greatly benefiting both main thrusts of 
this research. 

 

Discovering Interlopers on a Network via Wireshark or NMAP Network Monitoring  
 

One additional capability for network monitoring is easily added with network scanning programs like 
Wireshark, NMAP or Nessus installed on SBCs monitoring a network.  In an unmonitored 
environment, it is fairly easy for an adversary to install a device (physically, or wirelessly) on a 
network, monitor the traffic over a period of time, and then devise some methods of trying to ‘spoof’ 
other devices on that same network.  The attacker can then inject confusing traffic, counter 
command & control signals, listen for sensitive communication, or actually engage in Denial of Service 
(DoS) activities that would confuse the normal operations being performed on the physical system’s 
internal network.  One way to counter this IS to do some active monitoring of who (by IP and even 
Ethernet address) is operating on the internal network, and try to sort out the legitimate devices from 
any newly installed potential cyber attackers.  One way is to use a popular shareware product called 
Wireshark to detect duplicate IP addresses on a network (a screenshot of this type of detection is 
shown by the highlighted text below, in Figure 15). 

 

Figure 15    Screenshot of Wireshark Detecting Duplicate IP Addresses Operating On The Same Bus 

Many attempts to insert a device onto a network in order to create a “Man-In-The-Middle” (MITM) 
attack that seeks to insert false data or change valid data into falsified data can be detected if the 
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Sentinel knows what to look for.  In Figure 15 above, the Wireshark program correctly detects an 
anomalous situation where two Ethernet addresses are identifying themselves with the same source 
IP address-- clearly this ‘duplicate IP address’ is a non-normal situation that could be flagged as not 
being normal (see the text that is highlighted in yellow shading in the figure).  The Sentinel could 
warn the operators by using a similar message to the User Interface (UI), or, if authorized, could take 
stronger defensive measures. 

Another popular shareware scanning program is NMAP.  NMAP makes IP address monitoring 
particularly easy by storing previous network scans (where it reports on the open ports of each and 
every device on the network, by IP address) and then allows the user to compare a recent scan with a 
‘baseline’ (previous) scan to see if there are different IP (or Ethernet/machine) addresses on the 
network that were not there before.  This is a useful way to keep track of the devices on a network, 
and to make sure no one has added (or eliminated) any devices. Figure 16 (below) shows an NMAP 
scan of the UVa 192.168.30.0/24 network, using ZenMap as the front end GUI. Again, comparing daily 
scans against the previous day’s scan (perhaps as much as a few times a day) would result in an 
increase in confidence that intruders had not modified the network in any detectable way by adding 
(or removing) network devices.  

 

Figure 16   An NMAP Scan (Using ZenMap as the Front End GUI) on the UVa Lab Network 

Appendices 

Appendix 1 List of Abbreviations and Acronyms 
ACTS  Automated Combinatorial Testing for Software 
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ALAS-MC Advanced Lethality and Accuracy System—Medium Caliber 
API  Application Programing Interface 
CAC  Common Access Card 
CAPEC  Common Attack Pattern Enumeration and Classification 
CCM  Combinatorial Coverage Measurement 
CIWS  Close In Weapon System 
CPS  Cyber Physical Security 
CRADA  Cooperative Research And Development Agreement 
CVA  Cyber Vulnerability Analysis 
DEAP  Distributed Evolutionary Algorithms in Python 
DoD  Department of Defense 
DoS  Denial of Service 
DRWS  Down Range Wind Sensor 
EAT  Evolutionary Assessment Tool 
GA  Genetic Algorithm 
GCU  Gun Control Unit 
GTRI  Georgia Tech Research Institute 
GUI  Graphical User Interface 
HW  Hardware 
IRC  Internet Relay Chat 
LRF  Laser Range Finder 
MCL  Mission Level Cyber Security Laboratory 
MET  short for,”Meterological” 
MITM  Man In the Middle 
NMAP  short for “Network Mapping” 
NVM  Non Volatile Memory 
OMERF Observatory Mountain Engineering Research Facility 
OSD  Office for the Secretary of Defense 
PA  Picatinny Arsenal 
PoP  Period of Performance 
RDF  Resource Description Framework 
SBC  Single Board Computer 
SBFCS-GUI Scanner Based Fire Control System GUI (Graphical User Interface) 
SDU  Software Display Unit 
S-o-S  System of Systems 
SoW  Statement of Work 
SysML  Systems Mark Up Language 
TCP/IP  Transmission Control Protocol/Internet Packets 
TCU  Turret Control Unit 
TMR  Triple Modular Redundancy 
UAV  Unmanned/Unpiloted Air Vehicle 
UPS  Uninterruptable Power Supply 
UVa/UVA University of Virginia 
VCU  Virginia Commonwealth University 
XMI  XML Metadata Interchange 
XML  Extensible Markup Language 
YAML  Yet Another Markup Language 
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Bryan Carter   Task 2    UVa grad student 
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Appendix 3  The Room at UVa where Much of the Research Took Place 
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