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EXECUTIVE SUMMARY 

This Technical Report for WRT-1023, Analyzing and Assessing Contracts for Embedded 
Risk, provides a summary of research activities and key findings from 27 September 2019 
to 26 September 2020. 
 
Using Natural Language Processing (NLP) via Machine Learning (ML) techniques, this 
research project worked to provide a data-driven computational model and developed a 
working prototype to support and streamline the relevant parts of the DoD contracting 
processes from beginning to end while.  
 
The research effort showcased the application of data analytics in order to understand 
the assessment processes undertaken by a Contracting Officer (CO). Currently, the 
prototype boasts the Federal Acquisition Regulation (FAR), Defense Federal Acquisition 
Regulation Supplement (DFARS), and several other guidelines, as well as course 
materials to help establish how current contract types are identified. However, a separate 
objective was to also map the current process against best practices for the U.S. 
Department of Defense (DoD) contracting process from beginning to end. This would 
include reviews and interviews with subject matter experts (SMEs).  
 
For this development of the prototype, the research team:  

• Leveraged current literature to create a logical framework to classify requests 
based on a given contract type 

• Created a computational model for the logical framework  
• Created a visualization system to present the results in a digestible manner 
• Delivered results with an agile approach, developing prototypes/proofs of 

concepts with increasing capabilities. 

The prototype is based on open source components that were integrated via research-
grade algorithms and methods developed by the team for this task. The prototype, in this 
first year of research, proved the validity of the approach and covered the basic 
functionalities. However, because of its nature of being a prototype, it does have limited 
robustness, interactivity, productivity, and reusability. Nevertheless, the prototype proved 
to sufficiently stratify the appropriate contract structure. 
 
In addition, the team was able to start developing tasks that were initially intended in 
further phases/years of the project. One being a web-based user interface (UI) that allows 
documents to be uploaded (separately or together) to determine which contract type is 
best fitted for the requirements. Further refinement can be achieved through greater 
incorporation of expert knowledge. Through interviews with stakeholders, additional 
documents provided by the Sponsor, and scraped open source material, the team 
developed key elements for the contract analysis. Nevertheless, further inclusion of user 
feedback, SME, and growth to the corpus will improve the prototype to be more robust.    
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1. INTRODUCTION AND BACKGROUND 

There have been many attempts to understand the root causes of inefficiencies in the 
DoD contracting process. The goal of this research effort was to apply data analytics to 
understand the assessment processes undertaken by a contracting officer (CO). The 
intent was to bring significant efficiencies to these assessment processes and to develop 
a prototype tool covering relevant parts of the DoD contracting process from beginning to 
end.  
 
Applying data analytics to understand the assessment process undertaken COs can lead 
to understanding and alleviating root causes of inefficiencies in the DoD contracting 
process. The research leveraged experience and knowledge from a concurrent Research 
Task, “Meshing Capability and Threat-based Science and Technology (S&T) Resource 
Allocation,” to aid in developing a working system/prototype by extracting metrics from 
texts to evaluate key elements within the context of the text. The research is be based on 
grounded theory, allowing theories to emerge from collected data, and utilizes a 
combination of interviews, existing planning and budgeting documents, and other relevant 
artifacts to support a text-driven approach to model a system to make decisions. 
 

ABOUT THIS DOCUMENT 
 
The Final Technical Report is organized into the following major sections:  
 

1. Introduction and Background – This section provides an overview of the research 
project, context objectives, and scope. 

2. Research Methodology – This section provides a detailed description of the 
research methodology and scope used in this project. 

3. Model Architecture Overview and Room Theory – This section discusses the 
underpinnings of the prototype developed using the agile methodology that was 
deliverables to the Sponsor. 

4. How the Algorithm Works – This section provides a deeper insight into the various 
algorithms and methodologies used. 

5. Model Verification – This section illustrates the model verification and evaluation. 
It also provides the successes of the model. 

6. Results – This section summarizes the key research findings from the research. 
7. Conclusions – This section provides the recap and conclusions of the project for 

the first year. 
8. Future Research Directions – This section highlights the future research directions 

and developments for continuation of the project. 

 
2. RESEARCH METHODOLOGY 

The research was based on an agile, tailorable approach that allows future research 
iterations to continuously provide value. These gaps were reviewed and assessed to 
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determine where or how modeling, simulation, and visualization can be applied 
effectively. Rapid conception was performed to assess utility, and the team used a 
systematic, yet flexible, process to collect, code, and analyze the data on the defense 
contracting domain. The team was able to make connections, see what theories can be 
generated, and then utilized these theories to develop a prototype in order to prove the 
validity of the approach in year one.  
 
The following were the key developments of this research project:  
 

• Extracted key indicators from the streams of information pertaining to defense 
contracts.  

• Created a model to assist in categorization of the appropriate contract type based 
off of the Federal Acquisition Regulations (FAR), Defense Federal Acquisition 
Regulation Supplement (DFARS), DFARS Procedures, Guidance, and 
Implementation (PGI), DoD Class Deviations, and other application DoD 
guidelines (DoD Source Selection Procedures; DoD Risk Management Guide; 
etc.). This is based on a combination of text mining, risk evaluation, and data 
science.  

 
In addition, the team created a user interface (UI) that created an interactive visualization 
or presentation layer with scenario analysis that integrates the metrics from the above 
key development points. The visualizations and underlying metrics can continue to be 
developed by leveraging the current planning Modus Operandi. This layer can be 
implemented in further prototypes/minimum viable products with growing capabilities. 
 

RESEARCH SCOPE 
 
The system was developed as a growing prototype. This approach provided the Sponsor 
with a way to monitor the developments in near real time, giving them the possibility to 
readdress elements, if needed. The system has also been developed using components 
to be assembled, providing more flexibility throughout the development cycles. The team 
met regularly with the Sponsor to provide updates on the prototype and to allow for 
iterations based on the Sponsor’s recommendations. After each meeting, the notebooks, 
corpus, and keywords were sent for review. As this progressed, the scope was further 
refined to address the needs of the Sponsor.  

RESEARCH OBJECTIVES 
 
The effort showcased the application of data analytics in order to understand the 
assessment processes undertaken by a CO. The intent was to bring significant 
efficiencies to these processes and develop a prototype tool covering relevant parts of 
the DoD contracting operations. Currently, the prototype has the FAR, DFARS, and 
several other guidelines, as well as documents representing other elements of knowledge 
the CO have in order to help establish how current contract types are identified. In 
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possible future developments of the current prototype, the team would map the current 
process with best practices. This would include reviews and interviews with SMEs. 
 
For the development of the prototype in this year, the research team:  

• Leveraged current literature to create a logical framework to classify requests 
based on a given contract type. 

• Created a computational model for the logical framework. 
• Created a visualization system to present the results in a digestible manner. 
• Delivered results with an agile approach, developing prototypes/proofs of 

concepts with increasing capabilities. 

In addition, the team was able to start developing tasks that were initially intended in 
further phases/years of the project. One being a web-based UI that allowed documents 
to be uploaded (separately or together) to determine which contract type is best fitted for 
the requirements.  
 

TECHNICAL APPROACH 

The model architecture is developed based on a combination of traditional NLP and 
embeddings (feature vectors for conversational elements representing that text, such as 
words), which are then calculated via Python libraries based on neural networks (such as 
Word2Vec), to then be utilized within the team’s developed Room Theory for enhanced 
weighted metrics and evaluation of the data.  
 
The Room Theory, developed initially within another successful research task, has three 
elements. The three elements are: a knowledge base/embedding(s) (as a point of view); 
benchmarks (the list of characteristics one might look for); and incoming documents. This 
created the models from text. Using the embeddings, the team extracted specific metrics 
used to calculate the proximity of incoming documents/request with the keywords defining 
the different contract types.  
 
In this case, the embeddings were extracted from a large corpus representing the 
knowledge of federal/DAU contracting. The benchmarks were the contract types: each 
one has been given specific characteristics. The incoming documents were the new 
requests. The team calculated the distance between an incoming document and each 
contract type.  In the semantic space, each word/chunk was represented by a single dot 
in the semantic space. Then, the benchmark keywords for each contract type as well as 
the words/chunks for each incoming document created a cloud of dots in the semantic 
space. 
 
To calculate the distance between the incoming document from each of the contract 
types, a modified version of Word Mover’s Distance (WMD) is used in this model, in which 
for each word in the incoming document the mining distance with one of the keywords of 
the contract type (called support keyword) is calculated. And then, the average over all 
the constituent words in the document is used a numerical value for document “contract 
type” similarity. The model used a parallel-processing approach based on linear algebra 
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transformations (instead of loops) in finding support keywords to save time in thousands 
order of magnitude and each contract type to present a ranking of the best performers, 
which is a variation to the basic Room Theory, having a loop over the benchmarks 
 
This overall approach allows the classification to be made not as an exact term matching 
(like number of keywords in the request), but on a "most likely" match, based on a model 
of the COs knowledge. This is to get a result that can resemble the best way possible the 
classification a CO would have done. 
 
Most of the algorithms and methods used for the developments are either brand-new 
integrations of existing methods and algorithms or entirely new ones altogether. 
Delivering a similar level of complexity in the working prototype was a task that logically 
required a multi-phased project. The following figure provides a functional view of the 
system.  
 

 

Figure 1. Functional View of the System 
 

RELATIONSHIP TO CORE COMPETENCIES AND THE SERC RESEARCH STRATEGY 
 
This project used standard research methodologies for data mining that were adapted for 
specific needs in developing the systems. In particular, the team’s approach was based 
on the CRISP-DM (CRoss Industry Standard Process for Data Mining), which was 
modified for the specific case and expanded to accommodate the decision-support 
components. CRISP-DM is the de facto industry standard for data mining. It was created 
between 1997 to 1999 by a consortium of leading data mining users and suppliers: 
DaimlerChrysler AG, SPSS, OHRA, and NCR. The CRISP-DM was sponsored in part by 
the European Commission under the ESPRIT program (Wirth and Hipp, 1999). 
 
The overarching goal in this research project was to create new methods for autonomous 
and intelligent systems and to develop and test prototype systems by implementing these 
new computational methods. This research project leveraged the core SERC 
competencies to deliver results, and fits into two key SERC research strategy areas:  
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1. Enterprises and System of Systems: 
a. Enterprise Modeling - Create, validate, and transition methods, processes 

and tools (MPTs) to model the socio-technical aspects of complex systems 
of system and enterprise systems, including developing and populating a 
framework to integrate models created using diverse methods and tools. 
 

b. System of Systems Modeling and Analysis - Create, validate, and transition 
methods, processes, and tools (MPTs) for analyzing and evolving systems 
of systems and provide support for their technical assessment, including 
through a “workbench” of analytic tools. 
 

2. Systems Engineering and Systems Management Transformation: 
a. Quantitative Risk - Create, validate, and transition methods, processes, and 

tools to improve risk identification, analysis tracking and management in 
acquisition and sustainment programs. 
 

b. Interactive Model-Centric Systems Engineering (IMCSE) - Create, validate, 
and transition MPTs to rapidly model the critical aspects of systems, 
especially those that facilitate collaborative system development. 

THE DATA/TEXT DRIVEN APPROACH 
 
For the research, all the models were based on data/text with some introduction of human 
validation. The team collected all the data (texts) related to the specific domain, defense 
contract types. The team then used a combination of NLP, mainly for preprocessing, and 
embeddings that are feature vectors for conversational elements in that text, such as 
words. The word embeddings are calculated via Python libraries that are based on neural 
networks, like Word2Vec. From the embeddings, specific metrics were extracted and 
used for risk evaluation and visualization. The team used dedicated GPUs to create the 
embeddings from the corpora, decreasing the time to obtain the information from days to 
hours. The following figure shows the schema for embeddings alongside the illustrated 
probability distributions. 
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Figure 2. Input Text to Embeddings and Probability Distribution 

The amount of readily available textual data, along with the increased computational 
power and Artificial Neural Networks (ANN) permitted copious attempts at understanding 
the texts and understanding these within a context. The Word2Vec methodology 
introduced by Mikolov (2013) and used by the Google Brain team in 2013 consists of 
training a neural network with a corpus as an input. It then returns for each word, an n-
dimensional vector output. The vectors are called word embeddings and are distributed 
representations of words, meaning that similar vectors correspond to words that appear 
close in the corpus.  
 
Word2Vec/text embeddings is an effective method for a variety of NLP tasks, and its 
independence from the language makes it a powerful tool for a variety of applications. 
Having n-dimensional vector representations of words enables the possibility to perform 
better mathematical operations with words that can be useful for discovering semantic 
relationships, which is being done within the research. Calculating the semantic similarity 
between two words, or a given word and a set of other words, is an intelligent way to 
represent text and understand, in a more automated way, the usages within the context 
– whether that be a specific domain and/or a general interest.  
 

OVERVIEW OF NATURAL LANGUAGE PROCESSING 

Since data analytics is a central part of this project, this section provides an overview of 
Natural Language Processing (NLP). NLP is a research area specialized in analyzing 
natural language data. In this digital age, the amount of data produced is growing at an 
unprecedented rate. Most of this data is written natural language: scientific articles, news 
articles, Google searches, text messages, emails, and social media posts are just a few 
examples. The goal of NLP is to make machines understand natural language to extract 
valuable information in an automated way.  
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NLP is a challenging field of research for numerous reasons. Each language has its own 
vocabulary, grammar, and syntax, and different individuals may use different forms of the 
same language when writing a text. A word may have different meanings depending on 
the context. It is crucial to understand and represent how a word is being used to capture 
its semantic meaning correctly. Further, words and their meanings have a strong 
nonlinear relationship; this makes the effort of capturing information from text a complex 
task. That is also why ML techniques are critical enablers for NLP.  
 
NLP systems can perform many tasks serving a wide range of applications. The team 
took this opportunity to present the most crucial NLP tasks studied in literature. The first 
important task is Tokenization, which refers to the action of separating the text into simpler 
units ("tokens"). The second step is aggregating the tokens into unique idiomatic unit 
(such as "United States of America"). This step - generally called "chunking" or "'n-
gramming" - is complex and very dependent from the context. 
 
The way text is split strongly affects NLP system results, which is why the chunking step 
is crucial for a correct analysis. An aspect to consider is that most current methods 
available to chunk a text are supervised or semi-supervised methods. This means that 
they are based on a training corpus that is manually annotated, hence, they can be 
subjective.  
 
There are several traditional parts of NLP, with the following being the most common. 
Part-of-speech tagging is the task of labeling each word/token in the corpus with the 
respective part-of-speech (noun, verb, adjective, adverb, or preposition). Named Entity 
Recognition aims at the extraction of entities from a given text. This is particularly useful 
when there is a need for automatic recognition of specific entities in a text, for example 
geo-political entities or names of companies.  
 
Topic modeling is a field that studies how to extract the argument of discussion in a 
document and yield a list of words related to the topic of discussion. Another branch of 
NLP is focused on how to generate text. Language generation is generally performed by 
training a Recurrent Neural Network (specifically a Long Short-Term Memory (LSTM) in 
most cases) to create a model able to predict new text. A related task is Question 
Answering, which studies how to make a machine interact with a user using textual 
content, for example, as chatbots do.  
 
Figure 3 presents the classification of some NLP tasks according to two broad categories: 
Analysis Task (indicated in blue) and Generation Task (indicated in green). 
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Figure 3. NLP Tasks Categorized According to Analysis Task and Generation Task 

The following is a discussion of customized solutions the team developed to address the 
challenge of unsupervised NLP. These solutions were later incorporated by the system 
or used as levers to enable better solutions by combining different concepts.  
 
A rigorous amount of work in research and development were dedicated to chunking 
solutions with an extensive literature review was performed. However, a few customized 
solutions were developed and tested. The first customized solution developed and tested 
was based on a “brute force” approach. This methodology creates 1-gram (that is a single 
word) to n-gram (n words with a single unique combined semantic meaning) of a given 
text and counts the frequency of each one of the n-grams.  
 
With each chunk's frequency, the algorithm then proceeds to calculate the median 
frequency for each chunk and ignores the chunks below that threshold. This process was 
performed on all n-grams. Note that this method does not use stop words neither before 
nor after the process; only the punctuation was removed.  
 
Another chunking method developed was to use a Recurrent Neural Network, more 
specifically an LSTM, trained on the given corpus. For every word in the document, the 
LSTM predicts the next word. If the actual word matches the predicted word, it is added 
to the current chunk; if not, the current chunk is ended, and the algorithm proceeds to the 
next word. This method was not used by the system because of its low accuracy for 
generalized text and the long processing time. 
 
The method used by the team in developing the prototype was a customized version of 
the “brute force” approach, leveraging on arrays or linear algebra to speed up the process 
and with a final step of removing stop words at the beginning and at the end of the n-
grams. 
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3. MODEL ARCHITECTURE OVERVIEW AND ROOM THEORY  

The model architecture is developed based on “Room Theory” introduced in WRT-1010, 
Meshing Capability and Threat Based Science and Technology (S&T) Resource 
Allocation, (Lipizzi et al., 2020) in which:  
 
1. A “room” is created by generating embeddings from a domain-specific corpus. The 

semantic space is a multi-dimensional space (mainly is of 300 hundred dimensions, 
but we exemplify this space as (2 or 3)-dimensional to get an idea of how it looks like), 
and then all the words in the vocabulary (of the domain-specific corpus) are 
represented with a single dot in that semantic space. Ideally, we expect the words that 
are synonym or belong the same topic are closely located in that semantic space.  

2. A group of two or more word-sets are defined as “benchmark keywords” to be used 
as criteria for the. For each group the keywords can be imagined as a set of seeds in 
a multi-dimensional semantic space. In this project, the benchmark keywords belong 
to ten different groups, in which the keywords of each group are the most 
representative keywords for each contract type. For example, for contract type Firm 
Fixed Price (FFP) a group of keywords was extracted from all the available 
documents, and likewise, for each of the other contract types the proper set of 
keywords were selected as the benchmark. Figure 4 shows an example of how the 
benchmark keywords for two different groups two different contract types may be 
scattered in the semantic space. 

 

Figure 4. Example of Benchmark Keyword Locations in the Semantic Space for Two Different 
Groups of Benchmark Keywords 

 
3. Then, for each of the incoming documents (the one to be evaluated) the textual 

content is transformed into a set of constituent words or chunks (a set of co-occurring 
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words like profit sharing formula or international disaster assistance) and then, based 
on the proximity of the documents words/chunks to each group of benchmark 
keywords, the model attribute the document into one (or more) different groups 
(contract types) (see Figure 5). 

 

 

Figure 5. Example of the Location of an Incoming Document’s Words in Semantic Space in the 
Presence of the Benchmark Keywords for Two Different Groups 

 
 

Figure 6 illustrates the model overview of Room Theory. 
 

 

Figure 6. The Model Overview: (1) Creating the “Room” using the Domain-Specific Corpus; (2) 
Providing “Benchmark” Keywords; and (3) Generating Numeric Values for each Incoming 

Document 
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Each of the three steps above is discussed in further detail in the following sections. The 
section that emphasizes word embeddings explains how the semantic space is created.  
 
The section on benchmark-document similarity explains how the model calculates the 
possibility of belonging to each of different contract types for each incoming document.  
 

ROOM THEORY – A CUTTING EDGE DIFFERENCE 
While there are several methodologies to extract statistics and syntactic metrics from 
texts, the team did not find valuable options to extract semantic metrics from text. 
Therefore, the team created and utilized "Room Theory" throughout the project, a theory 
that addresses the extraction of semantic metrics from texts, taking the context or 
subjective point of view into consideration. The theory and framework came from a 
Research Task Meshing Capability and Threat-based Science and Technology (S&T) 
Resource Allocation (Phases I and II). 
 
The team leveraged on a knowledge representation developed by Marvin Minsky (1974) 
in one of his studies in Artificial Intelligence (AI) and Cognitive Science, “A Framework for 
Representing Knowledge.” Minsky introduced the idea of frames in which a frame is the 
logical representation of a stereotyped situation, such as entering a room and recognize 
it is a certain kind of living room. The research team created “rooms” as numerical 
representation of a semantic context, as illustrated in Figure 6 before and again in Figure 
7 below. 

 
Room Theory is a computational representation of subjective knowledge based on the 
non-computational schema theory. Room Theory enables the use of context-subjectivity 
in the analysis of incoming documents. Context-subjectivity Room Theory combines 
theoretical frameworks from cognitive science and AI with new advances in NLP. 
 
The theory leverages on a numerical representation of text ("embeddings"). Word2Vec 
was used to generate the embeddings - that are lists of vectors - from a domain specific 
corpus. This generation of vectors ("vectorization") is the enabling technology for the 
Room Theory.  
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Figure 7. The "Room Theory" 
 
The methodology is based on the following steps:  
 

• Create a “room” by generating embeddings from a domain-specific corpus, 
representing the point of view or the specific context for the analysis.  

• Define a word set used as criteria for the analysis, which is a benchmark for the 
comparison. 

• Compare words/chunks in the incoming document (the one to be evaluated) with 
the words/chunks in the benchmark, using the “room” to calculate their distance.  

• Add and normalize the collected similarity values for each word/chunk in the 
benchmark to evaluate the incoming document based on the elements in the 
benchmark, according to the point of view represented by the “room.” 
 

The numerical values collected through the similarity values created the input for the 
models used by the two systems developed by the team.  
 

ROOM THEORY – HOW A ROOM IS CREATED 
 
In this section the steps to create the rooms using the Room Theory methodology are 
explained. 
 
The room is a semantically meaningful representation for the words based on the co-
occurrence of word pairs in a large corpus. In fact, an AI model is trained using a large 
body of a domain-specific text to create a vector representation for each word in the 
vocabulary in which the words with similar semantic are closer to each other (Mikolov et 
al., 2013). This process is called Word Embedding. Word Embedding encodes a wide 
variety of information in the semantic space (called room) that can be used for document 
classification, text summarization, etc.  
 
In this project, the multi-dimensional semantic space created using the Room Theory 
introduce in (Lipizzi et al., 2020). In this semantic space (called room), each word/chunk 
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is represented by a single dot. Then, the benchmark keywords for each contract type as 
well as the words/chunks for each incoming document create a cloud of dots in the 
semantic space.  
 
The room is corpus-dependent, and for example the location of the word “Amazon” in a 
room created based on the tech news will be different from the location in the created 
room based on the text from the National Geographic (or any news on natural geography). 
As such, to create a domain-specific room by the AI model, a large corpus of 537 
documents was collected as the main corpus in this project. 
 
All the collected documents are in the PDF format. In this project the package tika 
(https://github.com/chrismattmann/tika-python) was used the extract the textual content 
from the PDF documents as tika shows a better performance compared to the other 
alternatives.  
 
After converting the PDF documents into text, the textual contents needed to be 
transformed into a format that can be synthesized by the team’s developed NLP 
algorithm. This step is called chunking by which the text is converted into a sequence of 
words, bigrams, and trigrams. 
 
As most of the keywords for the contract types are in the form of bigrams or trigrams as 
a set of two or three words (like “normal price”, “award fee evaluation”), an algorithm 
(called n-gramming) is used to combine words with high frequency of co-occurrence into 
a bigram (for example “normal” and “price” or combined to create a new chunk “normal 
price”) and trigrams. 
 
In the next step, the Word Embedding algorithm was trained using the chunked corpus to 
create the room. The room created based on the team’s data collection of domain-specific 
corpus contained embeddings for 32,581 words and keywords. 

To reiterate, the team collected 537 contract-related documents including articles, 
textbooks, academic slides, manuals, and reports, with 6,374,177 unique words in total. 
The research team conducted basic text-cleaning (e.g., converting to lower case and 
removing punctuations), and applied Noun Phrase Chunking (NP chunking) method to 
the raw corpus, and derived several thousand unique chunks. The table below illustrate 
examples of theses chunks in single word and n-grams format. These n-grams will be 
matched in the coming requests, and the vector of each n-gram is used to calculate the 
distance between itself and the keywords defined by the team, then the average distance 
was derived to determine contract types.  

Table 1. NP-Chunking Output Examples 
Single Word Bi-grams Tri-grams N-grams (N=4) 

incentive product cost complex procurement 
systems 

government unique  
oversight requirements 

production specified 
contingencies cost incurred profit cutting edge technology  

developments 
materials cost control no inherent incentive no short-term solution 

https://github.com/chrismattmann/tika-python
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contractor budgeting 
policies 

cost reimbursement  
vouchers government’s best interest 

adjustment cost 
reimbursement 

less government  
personnel 

unique government  
procurement rules 

 
In the next section, the team explained how the encoded information in the room was 
used to calculate the probability of belonging to each contract type for each of the 
incoming documents.  
 
4. HOW THE ALGORITHM WORKS 

Part of the team was dedicated to developing the corpus and keywords, which were 
essential building blocks to the prototype. The research team was provided with the initial 
taxonomy developed by the U.S. Government Accountability Office (GAO) from 2013. 
The initial matrix contained all ten contract types with specific characteristics that enabled 
differentiation. However, the team further elaborated the taxonomy after an extensive 
literature review, which aided in the analysis of both current practices and future best 
practices.  
 
The team collected information from USASpending.gov (provides good insight into 
current practices), FAR, DFAR, beta.sam.gov, textbooks, awarded contract releases, and 
several other resources to broaden the corpus used to generate the numerical knowledge 
base. The team also added relevant information about the CO knowledge, skills, abilities, 
education, training, certification, and job descriptions to expand the corpus. The 
knowledge base or corpus is composed by 537 documents. 
 
The elements were collected in two portions of the system: the list of keywords distinctly 
defining the different contract types and a numerical representation of the knowledge 
base of federal contracting (the "Room"). The two portions work synergistically analyzing 
incoming requests and providing contract type classification recommendations. 
 
In working with the Sponsor, the team was able to utilize their SME in developing the 
keywords used for the classification and the corpus to be used to generate the Room. 
Further refinement can be achieved through greater incorporation of expert knowledge. 
Through interviews with stakeholders, additional documents provided by the Sponsor, 
and scraped open source material, the team developed key elements for the contract 
analysis. Nevertheless, further inclusion of user feedback, SME, and growth to the corpus 
will improve the prototype to be more robust.    

BENCHMARK KEYWORDS 
 
The team developed an evolving system with the Sponsor for the keywords. The NLPlab, 
the NLP lab and team at Stevens Institute of Technology worked on developing the 
working prototype in this project. The following figure shows the process flow starting with 
defining the benchmark keywords. 
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Figure 8. NLPlab Process Flow 
 
In this project, a team of experts extracted a set of keywords for each of the contract 
types. Over 500 relevant keywords were extracted in total. The contract keywords listed 
in the system for analysis, which addressed comments from the Sponsor, contained all 
ten contract types (see Table 2), and the system script was modified to be scalable 
enough to include any changes of the contract types in the future, if any.  
 

Table 2. Contract Types Overview 
 

Contract Type Abbreviation 
Firm-Fixed-Price FFP 
Fixed-Price Economic Price Adjustment FPEPA 
Fixed-Price Incentive Firm Target FPIF 
Fixed-Price Award Fee FPAF 
Fixed-Price Prospective Price Redetermination FP3R 
Cost-Plus-Fixed-Fee CPFF 
Cost-Plus-Incentive-Fee CPIF 
Cost-Plus-Award-Fee CPAF 
Cost or Cost-Sharing C_CS 
Time & Materials TM 

 
 
The following plot shows the number of keywords extracted for each of the contract types: 



 

Report No. SERC-2020-TR-014                                                                           September 26, 2020 
21 

 

Figure 9. Number of Extracted Keywords for each Contract Type 
 
In the next subsection, the team described how the room was created and the extracted 
benchmark keywords were used to find the probability that each incoming document 
belong to one of the contract types. 

WORD MOVER’S DISTANCE ALGORITHM 
 
To calculate the distance between an incoming document and each of the contract types, 
a modified version of Word Mover’s Distance (WMD) (Kusner et al., 2015) is used in this 
project. For each word in the incoming document, the minimum distance with one of the 
keywords of the contract type (called representative keyword) was calculated. Next, the 
sum over all the constituent words in the document was used to generate a numerical 
value for the distance between the document and a contract type. The model used a 
parallel-processing approach based on linear algebra transformations (instead of loop) in 
finding representative keywords to save time in thousands order of magnitude. 
 
The task can be formalized as follows: 
 
Assuming 𝑘𝑘 as the number of contract type, for an incoming document 𝐷𝐷, the model has 
to generate probability distribution < 𝑝𝑝1,𝑝𝑝2, … ,𝑝𝑝𝑘𝑘 > in while ∑ 𝑝𝑝𝑖𝑖𝑘𝑘

𝑖𝑖=1 = 1 and 𝑝𝑝𝑖𝑖 is the 
probability that the document D belongs to the i-th contract type. 
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To calculate these probabilities several different algorithms investigated in this project. 
Among them, WMD showed the most reliable performance. WMD was first introduced in 
(Kusner et al., 2015) as a novel distance function between text documents.  
 
The model borrows its context from Earth Mover’s Distance, a well-studied transportation 
problem, and is developed on top of Word Embedding by which a semantically meaningful 
representations for words from co-occurrences of word pairs in sentences (Mikolov et al., 
2013). Word embeddings are vectors of real numbers of length of a hundred or more. The 
embeddings are generated using a deep learning model that is trained by a large corpus 
to predict co-occurrence of different words in a sentence.  
 
One important property of Word Embedding semantic space is that the words that belong 
to the same topic are located closely. For example, the embedding of the word 
“fluctuation” is closer to the embeddings of “alteration”, and “instability” than the 
embeddings of “humanitarian” or “defense”. In another word, if we represent the distance 
between the embeddings of word 𝑤𝑤𝑖𝑖 and 𝑤𝑤𝑗𝑗 with 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝑤𝑤𝑖𝑖 ,𝑤𝑤𝑗𝑗), then: 
 

𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(fluctuation, instability) < 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(fluctuation, humanitarian) 
 
The WMD distance measures the dissimilarity between two text documents as the 
minimum amount of distance that the embedded words of one document need to “travel” 
to reach the embedded words of another document. Figure 10 shows an example of how 
the distance between the Document x was calculated from Document y. 
 

 

Figure 10. Example of WMD Algorithm Calculation for Distance Between a Pair of Documents 
 
The figure above illustrated that for each word in the first document, the minimum distance 
to a representative word in the second document was calculated. The representative of 
the word “talk” in the second document is “lecture” and the representative of “research” 
is “science”. 
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To calculate the distance of the incoming document D from a specific contract type C, the 
minimum distance of each word in the document from the set of the benchmark keywords 
for the contract type C is calculated. Thus, the WMD of document D and contract type C 
(with set of benchmark keyword represented by 𝐾𝐾𝐶𝐶) is equal to: 

� min
𝑤𝑤𝑗𝑗∈𝐾𝐾𝐶𝐶

𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝑤𝑤𝑖𝑖 ,𝑤𝑤𝑗𝑗)
𝑤𝑤𝑖𝑖∈𝐷𝐷

 

 
To calculate the distance above, for each single word in the document D, the algorithm 
finds the closest representative (the keyword with minimum distance) among the 
keywords of contract type C. Then, the model sums up all the individual distances to 
calculate the WMD between the document D and contract type C. The calculation of the 
value above is implemented using the package SciPy on Python. 
 
Finally, the modified version of the Softmax transformation (or normalized exponential 
function) is used to convert the distances into probabilities. Softmax is a generalized 
version of logistic function that is used in various multi-class classification methods. 
Assuming the distance of incoming document from different contract types is equal to <
𝑑𝑑1,𝑑𝑑2, … ,𝑑𝑑𝑘𝑘 > then, probability that the document D is assigned to i-th contract type is 
equal to: 

𝑝𝑝𝑖𝑖 =  
𝑒𝑒−𝑑𝑑𝑖𝑖

∑ 𝑒𝑒−𝑑𝑑𝑗𝑗𝑘𝑘
𝑗𝑗=1

 

 
The Softmax transformation guarantees that the sum of probabilities is equal to one.  
 
 
5. MODEL VERIFICATION  

The first method to verify the model use dimension reduction to evaluate how much the 
vector representations of the benchmark keywords for different contract types are 
distinguishable in the created room. In fact, the set of the keywords for each contract type 
are forming a cloud of single dots in the room’s semantic space. As much as the centroid 
(geometrical center of the vectors) of each contract type keywords are located apart from 
each other the model will be more successful on differentiating between the incoming 
document in terms of attributing the correct contract types. Figure 11 shows the location 
of the different contract type’s centroids after the dimension reduction using the Principal 
Component Analysis (PCA) form one hundred dimensions to two dimensions.  
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Figure 11. The PCA Plot of the Centroids for Different Contract Type Centroids 
 
As the figure above demonstrates, the PCA plot of the centroids for different contract type 
centroids, as can be seen the model was able to differentiate between the semantic cloud 
of different contract types. However, a larger corpus may be needed to further 
differentiate FFP and TM contract types. 
 
Moreover, the model is tested using the keyword-document heatmap plot, in which some 
samples of incoming documents are used to see if the model is able to find the most  
representative keyword for each incoming document. Figure 12 shows an example of 
keyword-document heatmap plot. For example, among the requests, document 1 shows 
the highest resonance with “predicted” as keyword while document 18 shows the highest 
resonance with “foreign_military” as keyword. 
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Figure 12. Example of Document-Keyword Heatmap Plot 
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Finally, the team used a set of manually analyzed documents by domain experts to 
evaluate the model. Figure 13 shows the model output for a set of 24 sample incoming 
documents. 
 

 

Figure 13. Model Output in Form of Assigned Probabilities to Different Contract Types for Each 
Incoming Document 

 
More feedback by domain experts is needed to test and fine-tune the models to create a 
more robust version. Considering its nature of prototype, the current version of the model 
shows an acceptable performance in differentiation between documents and assigning 
contract types to the sample incoming documents.  
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6. USER INTERFACE 

The team developed an intuitive and easy-to-use graphical user interface (GUI) using 
HTML, CSS, Flask, and MongoDB, which will allow the user to upload contracts for 
classification purposes. Single or multiple files can be uploaded at once in the PDF format. 
All the files uploaded can be processed with a single click and the output will be generated 
in the form of a table, which will include the predicted contract types. 
 
There are two modes in the application. One allows the user to concatenate all the 
contract PDF files into one single file and generate output on that single file. The second 
mode considers all files individually and generates the table output for each file 
separately. 
 
There are four visualization buttons to open visualizations in new tabs of the browser. 
These images can be downloaded. The main output table can also be downloaded in MS 
Excel (CSV) and PDF formats. It also supports a print feature. 
 
The team developed an Authentication layer on top of the existing functional application. 
The Authentication layer allows users to sign up and login. All the data stored in sessions 
retained the functionality of deleting all the user uploaded data as soon as the user signs 
out. User Credentials are stored in MongoDB user’s database. The sessions are handled 
using Flask-sessions. The end session button was replaced with sign out after adding the 
Authentication Layer. 
 

TECHNOLOGIES  
 
Web technologies - Flask, HTML, CSS, Bootstrap, jquery, AJAX 
CDN libraries - Flask dropzone, flask-pymongo, datatables 
 
The project is developed using FLASK Model View Controller framework. All the project 
routes are held within the main.py file. The external Component package that holds the 
model needs to be installed manually in the virtual environment. The project folder also 
contains three Python scripts containing the pre-processing script and script 
dependencies.  
 
The front end is rendered using HTML templates that are styled using Bootstrap. Two of 
the three script files contain functions for cleaning, pre-processing and running the room 
theory model on the data. The script called All_in_one_individual.py handles the 
individual file mode. The All_in_one_mingle.py handles the concatenated file mode.  
 
The script also contains code that converts the PDF files to .txt files, which is a pre-
requisite for pre-processing. The script is in a wrapper function that we call on a flask API 
route. The front end uses flask-dropzone to take the PDF files from the front-end and 
temporarily store on the server. These temporary files are converted to text files and 
processed.  
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After the entire script runs, a callback is processed to datatables library functions to render 
an aesthetic table containing the results. The results are in the form of a python dataframe 
that we convert to a table. After entire script runs on the data, the API route automatically 
goes for the second argument and clears the session and the session data (folder 
containing the PDF files).  
 
Sessions are handled using Flask session library. The team provided an option to print 
or download the results in PDF and CSV formats. The Flask py-mongo library can directly 
store the user uploaded data to MongoDB database, if needed. This feature has been 
removed as the team did not want to store the user’s files. We used AJAX for making all 
the asynchronous calls.  
 
Since the script took two minutes to completely run, the team used AJAX to make the 
render table function wait for the script to finish and then callback to render results. The 
team also used AJAX to initialize the table after the page loads for the first time. 

APPLICATION WALKTHROUGH  
 
When the user opens the application, the user is taken to the login page where they can 
choose to login or signup. The user credentials are stored in MongoDB for further use 
and recognition. 
 

 

Figure 14. Login Page 
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Figure 15. Sign Up Page 
 
After logging in, the user is redirected to homepage where the user can choose the mode 
– individual or concatenated. The individual mode allows for each individual document 
uploaded to be treated separately. The concatenated mode allows for all of the 
documents to be treated as one. This was done for several reasons. 
 
For example, individually, the user may want to upload several different Requests for 
Proposals and see which categories of contract type should be strongly considered for 
the requirements within the separate documents. This could be to streamline work or for 
a new Contracting Officer to familiarize themselves with the selection and analyzation 
process.  
 
Concatenated provides the ability to have several different documents to be considered 
as one. This can help when analyzing the Requests for Proposals on a specific task with 
the Cost Proposals and any other ancillary and supporting documents. To have all the 
documents considered at once, it adjoins the documents. With the documents linked, the 
best practices for which contract type are highlighted for the overall objective.  
 

INDIVIDUAL MODE 

The individual mode UI allows for each individual document uploaded to be treated 
separately (see Figure 16). 
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Figure 16. Individual Mode 
 
The individual mode output shows the differing documents and the relation to the contract 
type. For instance, the first document shows that it is most similar to FP3R at a 20.54%. 
The last column shows the Predicted Contract Type as well. However, with the percent 
breakdowns, if they are closely aligned, the Contracting Officer can look further into the 
document to understand if there are any nuances and/or texts that make the contract type 
concrete.  
 

 

Figure 17. Individual Mode Output 
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Figure 18. Individual Mode Visualizations 
 

The visualizations and outputs help illustrate the decision process and whether or not the 
keywords utilized were able to differentiate the document(s). This can aid in 
understanding, too, whether the document provided enough information.  
 

CONCATENATED MODE 

The team also demonstrated the concatenated mode UI (see Figure 19). There are some 
minor differences that help distinguish the modes.  
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Figure 19. Concatenated Mode 
 
 

 

Figure 20. Concatenated Mode Output Table 
 
The output for the concatenated mode shows the table that has one row that contains the 
concatenated file output. For the several documents uploaded and adjoined, the one 
processed showed that the Predicted Contract Type is Firm Fixed Price (FFP).  
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Figure 21. Concatenated Mode Visualizations 
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Figure 22. User Sign-out and Deleting Data 
 
The user is also able to clear all uploaded documents from the server. The UI built is to 
be integrated and utilized within DAU, however, this initial version is also to gather 
feedback and help facilitate further examination of the prototype for refinement and 
advancement.  
 
7. RESULTS 

During the one-year duration of this project, significant research was completed, and the 
prototype was proven valid. The research team demonstrated that the prototype can 
determine the most appropriate contract structure, i.e., contract type, for the contracting 
officer to use in response to a specific set of requirements. The prototype includes an 
early version of a UI that facilitates the interaction between the system and users in a 
user-friendly and efficient manner.   
 
Feedback from the Sponsor aided in validating the approach as well as establishing the 
most appropriate contract structure for the government to use in response to specific sets 
of requirements. The prototype provided the percent breakdown as well for the suggested 
contract type, providing the CO with greater insights into the requirements listed within 
the documents fed into the tool.  
 
8. CONCLUSIONS  

The research was proposed in multiple logical phases. In this first phase, the team 
focused on determining the most appropriate contract structure, i.e., contract type, for the 
government to use in response to a specific set of requirements. This first phase 
developed a growing prototype using the latest technologies for text processing, metrics 
extraction, and representation. The prototype is based on open source components that 
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are integrated via research-grade algorithms and methods developed by the team for this 
task. The prototype proved the validity of the approach and covered the basic 
functionalities. However, due to its nature of prototype, it does have limited robustness, 
interactivity, productivity, and reusability. 
 
Further refinement can be achieved through greater incorporation of expert knowledge 
through feedback and interviews with stakeholders, additional documents provided by the 
Sponsor, and scraped open source material.    

THE BEGINNING OF THE SYSTEM WITHIN DAU 
When the project began in September 2019, the research team did not have a structured 
idea of what we could get from a final system. The statement was quite generic: “This 
research is focused on providing a computational model to bring significant efficiencies 
to the DoD contracting assessment processes and develop a prototype tool covering 
relevant parts of the DoD contracting process from beginning to end.” As the research 
team worked closely with Ray Ward, it became apparent that while the literature is vast 
on the contracting processes, there is significant repetition in regard to the current 
practices. Practices that are more based on COs knowledge and experience than rigid 
rules. However, the team was able to gain enough of a knowledge base to demonstrate 
validity to the approach for breakthroughs within the prototype to amplify efficacy to the 
assessment process.  
 
One risk was in accurately and adequately utilizing grounded theory. Grounded theory is 
dependent upon the receipt of contracts for review and input to the proposed research. 
Informative interviews and sufficient planning and budgeting documents were pertinent 
to the task success. While there is difficulty in the differentiation of some of the contract 
types, the prototype proved to be distinguishing the contract types accordingly. However, 
the system is based off the gathered data established within the corpus. Further 
development in tandem with DAU can be done to not only reveal current practices for 
establishing contract types to the requirements but could also provide future best 
practices – eliminating inefficiencies within the DoD contracting processes and bridging 
capabilities to allow for the best contract type to be selected.  
 
In addition to DoD formal guidance and experts’ “rules” representing the CO’s (and 
acquisition personnel) methodology, some advancement was done to assess the 
description of requirements and contract text. To help gain strong feedback, the team 
created the UI not specified in the contract. This will enable DAU to integrate the tool to 
become a key part of the information systems and working process.  
 
9. FUTURE RESEARCH DIRECTIONS 

Any future research conducted will improve the capabilities of the prototype in terms of 
accuracy, functionalities, and usability, moving from the prototype stage to the Minimum 
Viable Product (MVP) stage. To clarify, an "MVP is the version of the product that enables 
a full turn of the Build-Measure-Learn loop with the minimal amount of effort and the least 
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amount of development time (Eric Ries’s 'The Lean Startup'). In the MVP, you are no 
longer testing features, but you are testing the product as a whole". 
Within the next year, the team would breakdown the effort into two tasks to be completed. 
Task 1: Supporting the incorporation of the system into the Sponsor's mission. 
The team would like to have the system become a key part of the DAU information 
systems and working process. 
In order to make the system fully operational, it needs to be fine-tuned both at the 
theoretical and coding levels. 
While all the code has been released during Phase I (first year), and DAU personnel may 
modify it, some changes will require a more in-depth knowledge of the system and the 
theoretical assumptions that are essential components of the system and its code. 
The UI allows users to interact with the prototype at its current level of development, with 
no flexibility in terms of possible changes that may be required for improper functioning 
due to either functional of technical reasons. Improper functioning can occur in prototypes 
due to its nature (from Wikipedia: "a prototype is an early sample or model built to test a 
concept or process or to act as a thing to be replicated or learned from"). 
The goals for this task are: 

• conduct a full testing on the field to eliminate possible bugs (common in prototypes) 
and incorporate the feedback 

• benchmark the results on a larger scale, using selected existing cases 
• test the newly introduced multi-document analysis to make sure it consistently 

behaves as for single documents. Some adjustments may be needed, providing 
different weights to the different single documents that are part of the multi-
document 

• provide technical support to the users during the introduction of the system 
• expand the user interface by providing more interactive functionalities and 

visualizations 
 

Task 2: Expanding the system’s accuracy. 
The current prototype classifies the requests using a computational version of a corpus 
representing the knowledge of a contracting officer. 
Even if - with the help of the Sponsor - we did our best to have a comprehensive 
representation of that knowledge, the level of coverage and consequently the accuracy 
of the classification are at the prototype level and may not be adequate for the use of the 
system in the field. 
The goals for this task to increase the accuracy, are: 

• extend the knowledge base, as needed, to improve the quality of the results 
• introduce an after-processing component to refine the results, to take into account 

case-specific classifications 



 

Report No. SERC-2020-TR-014                                                                           September 26, 2020 
37 

• take into account external factors, such as critical relevance of the request, 
previous agreements with preferred providers, and competitiveness of the market 
segments (e.g.: fewer competitors, more risk). 
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Book Chapter 
 
Borrelli, D., Saremi, R., Vallabhaneni, S., Pugliese, A., Shankar, R., Martinez-Mejorado, 

D., Iandoli, L., Ramirez-Marquez, J. E., Lipizzi, C., 2020. WINS: Web Interface for 
Network Science via Natural Language Distributed Representations. In: 
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